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SEQUENCE LEARNING AS BAYESIAN FILTERING

Abstract
Here we present a model of sequence learning and recall based on the idea that the
function of memory is to maintain an up-to-date representation of the environment that
can be used to guide future perception and action. The representation of the
environment is considered to be a prior which is combined with information in short-term
memory to construct a posterior representation. That posterior representation
drives recall and, in turn, is used to update the priors. This prediction-update cycle is a
form of Bayesian filter. We apply the model to data from the Hebb (1961) task in which
participants learn sequences over repeated presentations in an immediate serial recall
task. The model is shown to simulate a wide range of data on the Hebb effect
including the ability to learn multiple lists at once, the effect of list spacing, the
differential impact of variation in the beginning versus end of lists, learning from
response errors, interference between similar lists, and the effects of repetition on
forward and backward recall. The model’s ability to account for these phenomena follows

directly from its basic computational principles.
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Research on human memory addresses the question of how memories are encoded,
retained, and retrieved. In this context, memory is often seen simply as a repository of
information. What is stored is a copy of the input or, perhaps, the result of some processing
operation performed on the input (e.g. Craik & Lockhart, 1972). However, a memory system
that existed only to allow us to reminisce in our old age would be of little value. Memory
serves a purpose; that purpose is to store information that can be used to guide future
perception and action. For example, memory should allow us to construct a mental model
of the environment that can support symbolic reasoning and inference (Craik, 1943;
Johnson-Laird, 1983), or to establish representations of objects that allow them to be
recognised in the future. Memory might also contain a model of the distribution of low-
level perceptual information such as expected location or orientation (e.g. Berniker et al.,
2010; Kording & Wolpert, 2004).

In order to maintain its value, a model of the environment needs to be continuously
updated as new information arrives. That new information will often be noisy. Even the
perception of something as simple as the colour or orientation of a line will necessarily be
associated with some degree of uncertainly due to internal system noise. Although the
model could be updated directly from this noisy representation this would fail to take
advantage of the potential for the existing model to enhance the interpretation of the input.
In an optimal system, this should be achieved using Bayesian inference: the model should
provide a prior distribution and the input stimulus will generate a likelihood distribution.
Bayes rule will then give the posterior distribution p(z/y) which is the estimate of the
presented stimulus given the internal representation of the stimulus y. The likelihood of
observing that internal representation given that stimulus is p(y/z), and the prior of the

stimulus is p(z).
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p(zly) xp(ylz) -p(z). Equation 1.

The posterior can then be used to update the prior. That is, to update the model held in
memory. This process is known as recursive Bayesian estimation, or Bayesian filtering (for
review see Chen, 2003; Sarkka, 2013).

Here we use this simple idea to construct a model of how sequences are learned
and recalled. We propose that verbal sequence learning is governed by incremental
probabilistic inference, which takes a form of a Bayesian filter. As we will explain later, this is
implemented as a mixture model. We apply this framework in the context of the well-
known and extensively studied Hebb repetition learning task (Hebb, 1961). In this task,
participants perform immediate serial recall of sequences of items. Some sequences are
repeated throughout the course of the experiment. Not surprisingly, performance on

repeated sequences improves relative to novel sequences.

Figure 1, taken from Hebb’s (1961) original paper, shows data from a study where
participants had to recall lists of nine spoken digits, where one list was repeated every three
trials. The figure shows the number of lists recalled correctly by forty participants. Note that
in all other figures here we report the proportion of items recalled in their correct position.
Learning in the Hebb task is implicit in the sense that there is no requirement to learn the
sequences and participants are not informed about the presence of repetition. In general,

performance does not depend on whether participants come to be aware of the presence of
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repeated sequences (Couture & Tremblay, 2006; Guérard et al., 2011; McKelvie, 1987.
Although see Musfeld et al., 2023; Szmalec et al., 2012).

Learning in the Hebb task is an example of unsupervised sequence learning common
to many daily tasks, such as word learning or navigating. We know a great deal about
behaviour in this task, so it provides a set of highly constraining data against which to
evaluate our theory. The importance of understanding the Hebb effect is underlined by its
inclusion as a benchmark phenomenon for models of working memory (Oberauer et al.,
2018). Furthermore, it has been suggested that the Hebb task provides insights into the
operation of important cognitive processes such as vocabulary acquisition and reading
(Attout et al., 2020; Mosse & Jarrold, 2008, 2010; Page & Norris, 2008, 2009; Szmalec et al.,
2009; Szmalec et al., 2012). Poor performance on the Hebb task has been associated with
dyslexia (Bogaerts et al., 2015; Szmalec et al., 2011).

Although the Hebb effect has most extensively been studied with verbal stimuli, it
has also been observed in different modalities and with a variety of other materials
including visuo-spatial (Couture & Tremblay, 2006; Gagnon et al., 2004; Guérard et al., 2011;
Tremblay & Saint-Aubin, 2009; Turcotte et al., 2005; Ueda et al., 2023), auditory-spatial
(Parmentier et al., 2008), face (Horton et al., 2008; Johnson et al., 2017; Johnson & Miles,
2019a, 2019b), olfactory (Johnson et al., 2013) and tactile (Johnson et al., 2016) stimuli. It
has also been found in complex span tasks (Araya et al., 2022, 2023; Oberauer et al., 2015).

The Hebb sequence learning task is a paradigmatic example of the interaction
between STM (short-term memory) and LTM (long-term memory): STM is required to recall
the presented sequence immediately after presentation, but the improvement over

repetitions must be attributed to a more persistent LTM. We propose that the memory
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advantage for the repeating sequence reflects the combination of information from STM
and LTM in a way that mimics Bayesian inference.

In the context of Bayesian inference, the recalled sequence can be thought of as a
combination of a sequence representation in STM (observed sequence), and prior
information in the form of a statistical model across all previously seen sequences (LTM).
The Bayesian framework posits that information from these two sources — STM
(observation) and LTM (prior) — should be weighted relative to their respective
uncertainties to yield an optimal (posterior) estimate of a to-be-recalled sequence.
Performing inference by combining prior knowledge with currently observed information
guarantees optimal decision-making in the presence of noisy observations and uncertain
future.

Complex representational models of sequences in STM and LTM pose challenging
problems for Bayesian inference. First, in incremental learning tasks such as the Hebb task,
inference needs to be performed every time new data is observed, but this must necessarily
be achieved using limited resources. A sequence learning model which stored all previously
presented sequences to form a statistical model would not be a plausible candidate for
human learning since it would require exponentially more resources to perform learning
after every new stored sequence. For optimal Bayesian inference, an agent must consider all
possible sequences that could occur. As new sequences are introduced, the number of
hypotheses multiplies, making the posterior distribution increasingly complex and
computationally intensive to update and store (Kalm & Norris, 2021 give a detailed
treatment of this issue). Such a model would violate the principles of bounded rationality,
according to which the amount of time and resources to carry out computations should be

finite (Gigerenzer & Goldstein, 1996; Lieder & Griffiths, 2020; Simon, 1982).
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A Bayesian filter overcomes these problems by using only the currently available
data (i.e. presented within a time-window of STM) without having access to previous
observations. Instead, every observation updates the latent statistical distribution (prior),
which is fixed in terms of representational resources. In this way the inference process is
recursive and accumulates evidence from the past without accessing the full history of
observations.

The second challenge for Bayesian models is that the representations required for
encoding sequences probabilistically are complex and multi-modal. In general, the priors
for different objects or events will be concentrated around different features in the
representational space. This is true of the Hebb task where people can learn multiple
sequences simultaneously (e.g. Page et al., 2013; Saint-Aubin & Guérard, 2018b). The prior
distribution over sequences should therefore have modes centred on each repeated
sequence. This contrasts with Bayesian models of psychophysical tasks, where stimuli and
their features can often be described with well-known parametric distributions such as the
Gaussian or von Mises. To our knowledge, no Bayesian models exist that map the
uncertainty in human sequence representation. Furthermore, computations required to
represent and update such probability distributions over successive time-points are often so
prohibitively costly that the implementation of such models is often viewed as a severe
limitation. For example, it has been shown that the optimal control problem for long
sequences is generally infeasible (Todorov et al. 2005; Parr 1998).

The model we propose here overcomes these computational issues by representing
uncertainty around sequence representations using sampling methods. This approach limits
the computational cost of inference by using a finite set of samples (particles) and

overcomes the representational flexibility issues by representing an arbitrary distribution as
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a histogram of samples. Crucially, our model does not combine the information into a
unimodal parametric prediction such as a Gaussian. Instead, the latent model of the
environment (prior) becomes a mixture across the past states of the model, where the
dependence on the previous states is determined by the learning rate. Over time such
approximation creates an internal model which is itself a mixture distribution over
previously inferred model. Such a mixture filter provides a decaying time window into the
past: a more recently observed sequence will receive support from more particles than a
more distant sequence.

We begin by presenting a brief account of Bayesian filtering and illustrate the
operation of the mixture model in a simple case where stimuli on each trial vary along a
single dimension. This demonstrates the operation of the sampling process and shows how
it produces both learning and decay. Later in the paper we extend the model so that
particles represent sequences rather than points along a single dimension.

We review the literature on the Hebb task to determine exactly what people learn in
the task and to address one of the central questions for any account of sequence learning:
how is order represented? In other words, what should a particle look like? By answering
this question we are able to propose a mixture model of LTM and a model of STM, both of
which represent order in the same way.

We then describe the second novel component of the model which explains how the
priors from the mixture model must be combined with the observation in STM to generate
samples from a posterior distribution. Recall of a sequence from STM is assumed to involve
taking a single sample from the posterior. Finally, we present an extensive set of simulations
which confirm that the model does indeed account for all the main phenomena observed in

the Hebb task.
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There have been three previous computational models of the Hebb task: Burgess
and Hitch (2006), Page and Norris (2009), and Gosmann and Eliasmith (2020). Of these, the
Burgess and Hitch model can simulate the widest range of data. #n contrast to the theory
presented here, the focus of these models is in constructing some kind of mechanism that
can simulate the data. This is only one part of the current endeavor. Here we go further and
explain why people should behave in the way they do (Norris & Cutler, 2021): people need
to maintain an up-to-date model of the environment, and this is best achieved by
approximating a Bayesian filter. The theory follows from a rational analysis (Anderson,
1990; Anderson, 1991) of the task faced when trying to optimise behaviour in a changing
environment.

Almost inevitably, the answer to the teleological question of how should people
behave is that they should employ Bayesian inference (Griffiths, Chater, et al., 2012). Most
of the structure and behaviour of the model follows directly from this high-level explanatory
theory. Specifically, it follows from the assumptions that information in long- and short-term
memory is combined by Bayesian inference and learning consists of updating a
representation of the prior information that constitutes a model of the environment. Given
this theory, the next step is to implement the model in such a way as to be able to perform
simulations. The theory then constrains the development of the computational model. If the
model is to remain faithful to the theory?!, there is little scope to tailor it to simulate
particular patterns of data. The theory could be thought of as a rational process model
(Griffiths, Vul, et al., 2012) which involves identifying an algorithm for approximating

probabilistic inference. In the present case that algorithm is a particular form of Bayesian

!'For a discussion of the relation between cognitive theories and computational models, see Norris
(2005) and Farrell and Lewandowsky (2018) .
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filter, but the exact algorithmic details of the simulation are less important than the high-
level theory. For example, as we will describe later, the model represents order in a way
that is conceptually similar to the Primacy model of Page and Norris (1998). However,
whereas that model made a commitment to encoding order as an activation gradient over
nodes in a connectionist network, we remain agnostic as to the exact nature of the
underlying mechanism. Norris and Kinoshita (2012) make similar points in explaining how to

interpret the computational details of their model of reading.

Bayesian filtering

The process of building a model of the environment and updating it in the light of
new information forms a central component of engineering systems designed for guidance
or tracking. An essential requirement of such systems is to generate an accurate estimate of
the object’s current location. For example, a guidance system for an autonomous vehicle
needs to combine a prediction about the expected current location of the vehicle with some
measurement of where it actually is. The prediction might be derived from the previous
location and its velocity, and the measurement of the location derived from a GPS. Both the
prediction and the measurement will be associated with some uncertainty. The optimal
solution is to combine both estimates using Bayes rule to generate a posterior distribution
of the position. This improved estimate of position then becomes the prior for the next
prediction-update cycle.

If the noise distribution is Gaussian, this can be achieved by using a Kalman filter
(Kalman & Bucy, 1961) which is optimal in the sense of minimizing the mean squared error
of the estimated parameters. Kalman filters have proved useful in constructing models of

behavior in visual perception (Burr & Cicchini, 2014; Rao, 1999), object tracking (de Xivry et
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al., 2013; Vul, Alvarez, et al., 2009), movement control (Wolpert & Ghahramani, 2000;

Wolpert et al., 1995), and classical conditioning (Dayan et al., 2000).

Kalman filter

A Kalman filter first generates a prediction of the environment (the prior
distribution) and then updates the prediction with the observation data. This posterior
estimate can be expressed as a weighted combination of the observation and the

prediction:

ze=GMH y)+ (1 —-G)(A-zq), Equation 2.

where the weight G is termed the Kalman gain, and H and A are observation and prediction
functions. The posterior estimate z: can be expressed as a weighted combination of the
observation y: and the prediction. In simple filtering models, the prediction function could
be an identity function, meaning that the prediction for the next time step is just the
previous state of the model. It is also usually assumed that there is no systematic bias in the
observations. In such a simple case, the posterior estimate becomes simply a weighted

combination of the current observation and the previous state:

ze = Gy + (1 — G)z_yq, Equation 3.

where the Kalman gain G represents the effective learning rate at the time step. With
larger values of G the posterior (and hence the prior at the next step) will become more

strongly influenced by the new observation.
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Particle filter

The Kalman filter has limitations which make it unsuitable as a model of memory in
all but the simplest of tasks. It is only optimal when the noise distribution is Gaussian and
hence unimodal. This limitation can be overcome by representing complex distributions as
a set of samples, or particles. This is the basis of particle filters. Particle filters have
previously been used in modeling cognition in a range of domains such as causal learning
(Abbott & Griffiths, 2011), lexical acquisition (Borschinger & Johnson, 2011), animal
learning (Daw & Courville, 2008), sentence processing (Levy et al., 2008), change detection
(Brown & Steyvers, 2009; Prat-Carrabin et al., 2021), and category learning (Sanborn et al.,
2010). For an overview of particle filtering see for e.g. Cappé et al. (2007). Standard particle
filtering combines the prior and posterior by weighting the particles (samples from the
prior) according to the likelihood distribution. Resampling from these weighted particles

then approximates the posterior.

Mixture model

Here we take a different and much simpler approach and adopt the non-parametric
mixture model of Kalm and Norris (2018) (see also (Kalm, 2017; Raftery, 1985). Their model
was developed to account for the recency bias in short-term visual memory for orientations
(Fischer and Whitney, 2014). Fischer and Whitney presented participants with randomly
oriented gratings and asked them to report their orientation. Even though orientations
changed at random between trials, participants’ responses were biased towards the
orientation of previous trials, and the strength of that bias decreased as the distance

between the current and previous trials increased.
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In the mixture model, after each new stimulus, the set of particles representing the
prior is updated by replacing a proportion of the particles forming the prior distribution with
new particles sampled from the posterior. As each new stimulus is presented the
contribution of previous priors therefore decreases. This naturally produces a recency bias,
as the mixture model inevitably incorporates decay (see Kalm & Norris, figure 7). The model
gives a very good account of the data (their figure 8C). Decay addresses the problem of
making predictions in a non-stationary environment when resources are limited. In a non-
stationary environment, more recent events are generally better predictors of future events
than are older events (c.f. Anderson & Milson, 1989; Anderson & Schooler, 1991). For
example, tomorrow’s weather is better predicted by today’s than yesterday’s weather. In a
system with limited capacity more resources should therefore be allocated to making
predictions from more recent events. This is exactly what happens in the mixture model.

In our mixture model of sequence learning the prior distribution is represented by a
fixed number of particles where those particles represent sequences sampled from the
posterior. The exact nature of these representations and the details of the sampling process
will be explained later. Together these particles form a multimodal prior.

We approximate the prior as a mixture distribution (the particles), which combines
the posterior and the previous state distributions:

ze = By, + 1- B)Zt—p Equation 4.

where f is the mixture coefficient for the posterior component. S controls the
learning rate. This updated mixture distribution at time t then forms the prior for the next
observation at time t+1. Crucially, rather than updating every particle individually we
construct the new prior by sampling f proportion of the particles from the posterior

distribution and (1- f) proportion from the previous state distribution (Berchtold & Raftery,
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2002; Kalm & Norris, 2018; Saul & Jordan, 1999). Over time, such approximation creates an
internal model which is itself a mixture distribution over previously inferred models. In the
Kalman filter, combining prior and likelihood (latent state and observation) happens by
multiplying two Gaussian distributions, which yields another Gaussian (the posterior).

The mixture model differs in important respects from standard particle filters. In our
mixture model all particles have the same weight, and the prior distribution is represented
solely by particle density. Instead of adjusting particle weights, we take £ x N particles from
the posterior distribution and (1- ) x N particles from the prior distribution. This creates a
new prior which is a mixture of two distributions, and where each mixture component
comes from the same likelihood distribution family (see Kalm, 2017, for a discussion of the
relation between the mixture model and particle filters with importance sampling). At each
step the posterior is simply the product of the prior and the likelihood.

After t steps, the distribution becomes a mixture of t components. In short, while
both our method and standard Bayesian filtering combine observation with prior, they do so
differently: ours uses mixture weights?, resulting in a multimodal posterior, while standard
Bayesian filtering produces a parametric posterior. In our filter the model of the
environment z becomes a mixture of the past states z:-4,...,z1, where the dependence on
the previous states is determined by the learning rate 5. We fix f so that the contribution of
previous observations (Eq. 4) is kept constant. Such a mixture filter provides a decaying time
window into the past: a more recently observed sequence will have a greater influence on

recall than a sequence observed some time ago (Kalm & Norris, 2018).

2 Where the weights are the proportions of the different components of the mixture, not weights of
particles. All particles have the same weight.
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This is illustrated in figure 23, which shows the proportion of the mixture generated
from previous states for different values of f. With a low value of /8 learning is very slow —
few particles are updated after each observation, so the mixture remains largely unchanged.
However, those particles have a low probability of being overwritten so what influence they
do have will persist for a long time. With a higher value of  each observation produces
substantial immediate learning, but the particles generated from the observation are rapidly

overwritten. In the model, decay comes about solely from overwriting existing particles.

Decay is an inevitable consequence of the fact that the number of particles is fixed;
the updating process must necessarily overwrite some of the particles generated from
previous events. However, the advantage of relying on a fixed set of particles is that the
computational requirements at each time step remain constant as they operate only on the
current input and the previous state. This allows the model to be sensitive to past history
while operating with fixed resources. The alternative would be to allow the number of
particles to grow constantly over time as new observations are added. If that were so, then
the computational demands would also grow over time. Not only would this have a huge
computational cost, but it is probably unnecessary and possibly even unhelpful. As

Anderson and Schooler (1991) have shown, people are more likely to need to retrieve

3 Jupyter notebooks to produce Figures 2-7 and computer code for all model simulations are to be
found in Norris (2026)
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information about recently occurring events rather than more distant events. As they
suggest “It is just too expensive to maintain access to an unbounded number of items”
(p396).

Our mixture model aligns closely with Anderson and Milson’s rational theory of
memory (Anderson, 1991; Anderson & Milson, 1989). A critical component of their model is
the History factor which depends on the frequency and recency of information that needs to
be recalled. The mixture model is naturally sensitive to both frequency and recency.
Sequences which are encountered frequently will come to be represented by more particles
and hence have stronger priors. Sequences occurring more recently will be represented by
particles which are less likely to have been updated and hence will also have stronger priors.

We can illustrate the basic functioning of the mixture model by considering a
simplified model that operates on stimuli varying along a single dimension. This could, for
example, be a match-to-sample task where the participant’s task on each trial is to
reproduce the length of a briefly presented line after some delay period. We assume that
the length of the line can range between 0 and 1000 units. The prior is represented by 15
particles which are randomly positioned within that range. Each particle has a variance of
500. If we needed to track a complex prior more closely, we could use more particles, each
with a smaller variance. The particles effectively form a compressed representation of the
prior distribution. With more particles and smaller variances there would be less
compression and the distribution will be closer to the true prior. However, this would come
at the expense of extra resources required to generate more samples from the posterior.
One could potentially use model comparison methods to estimate the optimal number of

particles and their variances. However, this would add unnecessary complexity as the
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model is relatively insensitive to both the number of particles used and the number of
particles updated (see Figure 10).

In the simulation presented in Figure 3 the uncertainty in the length of the presented
stimulus also has a variance of 500. In effect, the prior is represented as a mixture of
Gaussians with equal variances. The prior is formed by summing and normalising over the
particles (shown in the thick black lines). When a new stimulus is observed the likelihood
distribution (dotted line in top panel) is multiplied by the prior distribution to form the
posterior (heavy dotted line in middle panel). We then update the prior by replacing fx N
particles selected at random with a new set of particles sampled from the posterior. This
then forms the updated prior for the next observation. As new stimuli are encountered and
the particles are updated, the number of remaining particles that were generated from a
past stimulus will decrease. The prior concentrated around that earlier stimulus should
therefore decay. The top panel in figure 4 shows the state of the prior after presentation of
a series of stimuli of lengths 100, 200, 300, 400 and 500. Because of the noise in the
sampling process the evolution of the prior is quite variable. The plots in Figure 4 therefore
show the state of the prior averaged over 1000 runs. As would be expected, the prior of
each stimulus decreases as new stimuli are presented and more particles are updated. The
bottom panel shows the state of the prior after two stimuli (100 and 200) have been
repeated three times. As would be expected, repetition compensates for decay, and the
priors of the repeated stimuli remain high. Because the prior becomes concentrated around
the repeated stimuli, this draws the posterior for subsequent observations towards it and
the prior after presentation of the final stimulus (600) has a mode at less than 600. Later we

will see the full model exhibits the same behaviour. This manifests itself in a tendency to
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make errors in recall of sequences which are biased towards the order of the items in
repeated lists.

The mixture model is straightforward when stimuli vary along a single dimension and
when the distributions can be computed analytically. We can compute the full posterior and
then sample from that posterior. Problems arise when we attempt to extend the mixture
model to memory for sequences. In the case of sequences there is no analytic solution to
computing the posterior. However, as we will show, we can use the recall process to
generate samples from the posterior. These samples can then be used to update the prior.

In the model, each particle will be a vector representing the order of a sequence. In
the same way that each particle in the 1D model represents a component of the prior
distribution over lengths, the particles representing sequences also represent a distribution
over the space of sequences. That is, there is a degree ambiguity or uncertainty in the exact
sequence encoded in a particle. For example, a particle might encode a distribution centred
on ABCDE. This will increase the prior of similar sequences such as ABDCE and BACDE but
have little effect on more distant sequences such as EBADC and DCEBA. Full details of the
way sequences are represented will be provided later. Given that participants in serial recall
experiments must recall items one at a time in the order presented, the process of
combining the prior with a representation of the sequence in STM will also be performed
one item at a time. That is, at each position in recalling the sequence the particles provide a
prior over the remaining items that have yet to be recalled. The complete recalled sequence
can be thought of as a single sample from the posterior, and samples from the posterior are
used to update the prior. The idea that recall involves taking a single sample from the
posterior has been proposed for visual STM (e.g. Matthey et al., 2015; Vul, Hanus, et al.,

2009) but never before for verbal STM.
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We will show that the resulting model can simulate a wide range of findings on the
Hebb effect such as effects of repetition spacing, learning multiple lists at once, learning
from presentation and from recall, output order, the absence of learning position-item
associations, transfer of Hebb learning to lists differing at onset versus offset, and
regularisation. All these phenomena follow either form the updating process or from the
way that priors and STM are combined item-by-item as the list is recalled. The model’s

behaviour is insensitive to the exact choice of parameters.

THE HEBB TASK
What do people learn in the Hebb task?

In the Hebb task the lists to be recalled are usually permutations of a fixed set of
familiar items. What participants must learn therefore is the order of those items. The
demands on item memory are minimal. In developing a model of sequence learning in the
Hebb task the first challenge is to identify a suitable representation of order. However,
there is almost certainly no single representation of order that applies to all tasks. Different
tasks and different stimuli may focus learning on different properties of the input (for
reviews see Christiansen, 2019; Frost et al., 2015; Perruchet, 2018). There may also be
individual differences in the statistics to which people are sensitive. For example, Siegelman
et al. (2019) found that individuals differed in the extent to which they appeared to use
chunks or co-occurrence statistics.

The Hebb task differs from most other tasks used to study implicit learning of serial
order in that the recurring sequences are segmented out as separate lists. In effect, each
list can be thought of as being marked by event boundaries (Zacks et al., 2007). Edges of

chunks seem to have a special status in serial learning in language (for review see Endress et
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al., 2009) and this also appears to be true of the Hebb task. Bower and Winzenz (1969)
performed a study where items in Hebb (repeating) lists were grouped by pauses. Grouping
was either consistent or varied across repetitions. With consistent groupings performance
improved with repetitions, but when groupings were inconsistent it was no better than for
filler items. Hitch et al. (2009) also manipulated the consistency of grouping, although they
found that when grouping was inconsistent the Hebb effect was attenuated rather than
eliminated. More recently, Musfeld et al. (2024) reported a more extensive investigation of
the role of chunking in the Hebb task. They found that learning of eight-item lists was
improved when a contiguous chunk of four items was repeated, even when the position of
the repeated chunk varied across trials (see also Smalle et al., 2016; Yanaoka et al., 2019).
Here we make the simplifying assumption that when modelling data from Hebb studies
where there is no grouping, we should treat the whole list as a single chunk. This
assumption makes the modelling much easier, but the same principles could be applied to
smaller sub-list units of representation.

A further characteristic of learning in the Hebb task is that the beginning of a list
seems to be far more important than the end of a list. Schwartz and Bryden (1971) tested
transfer of Hebb learning to new lists that differed from the Hebb list in either the first or
last two items. Transfer was far greater when the lists began in the same way as the Hebb
list than when they ended in the same way. Hitch et al. (2005) found that when the offset
of a repeated list varied from trial to trial there was more transfer than when the onset
changed. That is, variation at the onset impairs both the transfer of the Hebb effect to
similar lists and the build-up of the Hebb effect in the first place. This is analogous to what
happens in spoken word recognition. For example, in a visual world paradigm participants

who hear the word beaker are more likely to fixate on an image of a beetle than a speaker
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(Allopenna et al., 1998). As in the Hebb task, a deviation from the target word (beaker) at its
onset (speaker) has a more detrimental effect than a deviation at the end of the word
(beetle). As we will show, the importance of list onsets follows inevitably from consideration
of the way information in STM should be combined with the prior.

In most Hebb studies participants have to recall every list that is presented. They
might therefore be learning the presented list, their own recalled version of the list, or both.
It has been claimed that learning in the Hebb task only occurs when recall is required
(Cohen & Johansson, 1967; Cunningham et al., 1984), although both Oberauer and Meyer
(2009) and Kalm and Norris (2016) demonstrated that learning could be driven by either
presentation or recall. In line with previous work by Couture et al. (2008), Kalm and Norris
(2016) also found that when lists are recalled participants often come to repeat their errors.
Informally we have observed that participants sometimes get locked into a particular error
and never come to learn the lists fully. It therefore seems that learning is always driven
from presentation, and can also be driven by recall, but that learning from recall is much
less effective.

Other indications that learning is driven primarily from presentation rather than
recall come from studies requiring backward recall (Guerrette et al., 2017; Guerrette et al.,
2018) or manipulating grouping of list items at presentation or recall (Bower & Winzenz,
1969; O’Shea & Clegg, 2006). Guerrette et al. (2017) and Guerrette et al. (2018) found that
when the direction of recall was switched from forward to backward or vice versa, the Hebb
effect persisted. If learning had been exclusively driven by responses, there should have
been no transfer. Although the forward and backward lists are identical, the responses to
those lists are completely different. O’Shea and Clegg (2006) found that while imposing a

consistent grouping structure during presentation increased the rate of learning,
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manipulating grouping at output had very little effect. They concluded that these grouping
effects were stimulus-driven rather than response-driven. Consistent with this, in Bower and
Winzenz’s (1969) study of grouping in the Hebb task, changes in the grouping of presented
lists eliminated the Hebb effect even though recall was written and there was no imposition
of grouping®. All of these studies suggest that although there is some learning of the recalled
sequence, learning is primarily driven by the presented sequence. In the model we propose,

learning can be driven by presentation or recall, but the two have different consequences.

How are sequences represented?
There has been a long-running debate over how sequences are represented in short-
term memory. The main contenders are chaining (Lewandowsky & Murdock, 1989),
position-item associations (Burgess & Hitch, 1992, 2006; Fischer-Baum & McCloskey, 2015),
and representations of relative order (Henson, 1998; Lee & Estes, 1977; Page & Norris,
1998). Although there are many different variations in the details of models of STM, e.g.
oscillators (Brown et al., 2000) or recurrent networks (Botvinick & Plaut, 2006), the

underlying representations almost all fall into these three categories:

Chaining
The simplest form of chaining model would assume that order is represented in
terms of pairwise associations between successive items. This is also the easiest form of
model to rule out. A strong prediction from any model relying purely on pairwise

associations is that when an error is made on the recall of one item this will break the chain

4 Although participants may well have grouped their recall in the same way as the presented list.



SEQUENCE LEARNING AS BAYESIAN FILTERING 21

to the next item and that item will also be recalled incorrectly. Data from studies which have
manipulated phonological similarity to induce errors (Baddeley, 1968; Farrell &
Lewandowsky, 2003; Henson et al., 1996) indicate that this is not the case. In these
experiments some lists are constructed by alternating phonologically confusable and non-
confusable items (e.g. DQTMPK). When errors are made on phonologically confusable items
this should lead to poorer performance on the immediately following item. However,
phonological confusability has no effect on the recall of subsequent non-confusable items.
More complex chaining models where order is encoded in terms of associations between

more widely separated items (e.g. Logan, 2021; Solway et al., 2012) are harder to rule out.

Position-item associations

Evidence for the use of associations between items and the position they occur in
comes from the study of protrusions (Conrad, 1960; Estes, 1991; Fischer-Baum &
McCloskey, 2015; Henson, 1999a, 1999b). In the most systematic study of protrusions
Fischer-Baum and McCloskey (2015) found that when an item from one list is incorrectly
recalled as part of a following list, it tends to occupy the same position as in the source list.
This suggests that items are associated with specific positions in the list. More recently,
Fischer-Baum et al. (2020) reported two further experiments that suggest that participants
learn positional information. They presented list of six words. In a restricted condition one
word appeared equally often in positions one and four, another in two and five and the
third in three and six. That is, if the six words are considered to be two groups of three, each
word appeared equally often in the same within-group position. The other three
Unrestricted words appeared at random in the remaining positions. Fischer-Baum et al.

found that there were fewer errors on the items that maintained their within group
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positions and, when errors were made, those items were more likely to move to the
matched within-group position.

While position-item associations may be involved in coding of order in a way that
extends over successive lists or exerts a bias to recall items in particular within-group
positions, they are not able to support reliable long-term learning of overlapping sequences.
Learning based purely on position-item associations is equivalent to keeping a tally of how
often each item appears in each position. This throws away information about the statistical
relationships between items in specific sequences. Consider the case where the sequences
ABCD and BADC are repeatedly presented to a system that can only learn the associations
between individual items and their positions. A and B occur equally often in positions one
and two, and C and D occur equally often in positions three and four. The position-item
probabilities are therefore equally consistent with the novel sequences ABDC and BACD as
they are with the repeated sequences ABCD and BADC.

The weakness of relying on position-item associations was demonstrated by
Cumming et al. (2003) who showed that after learning a Hebb list there was no transfer to a
new list where alternating items appeared in the same position as in the Hebb and the
remaining items appeared in a new order. If participants had been learning position-item
associations the items which maintained their position should have been recalled better
than items in different positions.

Although sequence learning is unlikely to be based on position-item associations,
with sufficient exposure people can benefit from the having items repeated in the same
position. Nakayama and Saito (2017) reported a series of experiments comparing the rate of
learning of Hebb lists and positional associations. Evidence of positional learning only

emerged after a much larger number of repetitions than used in Hebb studies. Their
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experiments were very much more powerful than previous studies and used between 164
and 704 trials. They concluded that positional learning probably involves a different system
to that used in learning repeating lists. Evidence of weak positional learning has also been
reported by Musfeld et al. (2024) who found a small but significant improvement over
repetitions in lists where either only odd or only even items maintained their position. In
their study the Hebb lists were repeated 20 times, approximately twice as often as in most
other studies of the Hebb effect. Although this finding might seem inconsistent with the
data from Cumming et al. (2003), the two sets of results are fully compatible. The Cumming
et al. study showed that there was no sign that the position of items was coded following
exposure to a fixed Hebb list where all items always appeared in the same position. Further
evidence that sequence learning involves more than just learning position-item associations
comes from an fMRI study by Kalm and Norris (2021). They used multivariate pattern
analysis to examine the difference in neural representations supporting memory for
sequences of Gabor patches. Participants had to remember sequences of four Gabor
patches. The sequences were either novel or had been previously learned outside the
scanner. They found that novel sequences, but not learned sequences, were represented in
terms of position-item associations. In those same brain regions that represented novel
sequences positionally, learned sequences were no longer represented positionally but they
could be discriminated from each other. Although this study could not identify the exact
nature of the representations of learned sequences, it clearly demonstrates that while
immediate recall can be supported by position-item representations, a different form of

representation was developed to support learning.
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Representations of relative order

Representations of relative order differ from position-item associations in that the
order of items is coded relative to other items rather than in absolute terms. This allows
items to be recalled in order but does not associate them with specific positions (Brown et
al., 2007; Estes, 1972; Henson, 1998; Lee & Estes, 1977; Page & Norris, 1998, 2009). For
example, in the Primacy model (Page & Norris, 1998) order is encoded as an activation
gradient over list items (see Figure 4). The first item has the largest activation and
subsequent items have successively lower levels of activation. Items are recalled
successively in order of their activation levels. If there are three nodes representing A, B and
C, the order of the sequence ABC might be represented by the activation values 3, 2, 1, or 9,
6,3,0r4,3,1. Orderis coded by the relative levels of activation and not by absolute levels.
In the example given, an activation of 3 might code the order of A or B or C. It is not possible
to retrieve an item in a particular position solely on the basis of its activation level.
However, relative order and positional theories make different predictions about the
probability of different kinds of order errors. If, the participant recalls B in the first position
having seen the sequence ABC, the most likely item to be recalled in the next position is A
and not C. This is known as a fill-in error (Farrell et al., 2013; Henson, 1996; Osth & Dennis,
2015; Page & Norris, 1998; Surprenant et al., 2005). Oberauer et al. (2018) included fill-in
errors as a benchmark phenomenon to be explained by models of STM. Any model based on
a primacy gradient will necessarily produce fill-in as there will be a tendency for early items
to be recalled before later items (for review see Hurlstone et al., 2014). In contrast, in
models relying on position-item associations A and C should be equally likely to be recalled

next. Both A and C are one position away from the recall position and there should be no
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tendency to fill-in. In models relying on chaining, B should be most likely to be followed by

Cthan by A.

These three approaches to the representation of order are not mutually exclusive.
The work by Nakayama and Saito (2017) for example, suggests that people learn both order
and position-item information. Evidence from the spin-list procedure (e.g. Kahana et al.,
2010) indicates that people may be able to learn item-item associations when position-item
or order representations are unavailable. In the spin-list paradigm participants must learn a
sequence of items where the starting position of the presented list varies randomly from
trial to trial. In contrast to the Hebb paradigm, learning is explicit and there are no filler
trials. This makes it impossible to rely on position-item associations or a single primacy
gradient. Nevertheless, participants do come to learn the lists, albeit more slowly than in
the standard condition where exactly the same list is presented on every trial.

We agree with Logan and Cox (2023) that there is unlikely to be “one true theory” of
the representation of order in STM and that order may be represented by multiple memory
codes. However, although different representations may make important contributions, in
the Hebb paradigm behaviour appears to be dominated by representations of the order of
the entire list. This conclusion is also supported by the data reviewed earlier indicating that

learning is driven by representations of the whole list (e.g. Hitch et al., 2005; Schwartz &
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Bryden, 1971). We therefore assume that both STM and LTM rely primarily of
representations of relative order rather than, for example, position-item associations.
Nevertheless, the model could be extended to incorporate other sources of information that
could help recall.

An adequate theory of performance in the Hebb task requires three components. It
must account for serial recall from STM, for how the model of the environment is
constructed and updated, and it must explain how that knowledge can be combined with

information in STM to influence recall. We begin by outlining a model of STM.

Modelling STM

Earlier we described how a mixture model could simulate a simplified Hebb task
where stimuli varied along a single dimension. In the preceding section we made the case
that in the Hebb task, sequences are coded primarily in terms of their order rather than, for
example, position-item associations. Before moving on to explain how priors in LTM can
influence recall from STM we need first to have a model of STM.

Although models of STM differ in their details, most share a common set of higher
order principles that are necessary to account for the basic benchmark phenomena of serial
recall (Hurlstone et al., 2014; Oberauer et al., 2018). The main constraint is that errors in
recall should consist mainly of transpositions of adjacent items. The implication is that order
or position should be coded in such a way that nearby items are more similar than distant
items. This is true of all models of serial recall no matter what their underlying mechanism.
A second constraint is that the likelihood of an error should increase over the list. This could
come about as a result of decay (Page & Norris, 1998) or interference (Lewandowsky &

Farrell, 2002). Although decay and interference are conceptually very different, in practice it
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has proved very difficult to tease them apart. For our purposes, all we need to assume is
that the discriminability of order information decreases over the course of recall. Nothing
we say depends on how that decrease in discriminability comes about. Models also need to
incorporate some form of response suppression to ensure that once an item has been
recalled it cannot be recalled again. Finally, as noted earlier, models need to incorporate
some form of primacy gradient to account for fill-in.

A model that satisfies all of these requirements is the Primacy model of Page and
Norris (1998). Starting with a primacy gradient of activations (see Figure 5) recall proceeds
by adding Gaussian noise to those activations, recalling the item with the largest activation,
and then suppressing that item so that it is not recalled again. As recall progresses the
activation decays and therefore order errors increase. This generates the standard primacy
effect seen in serial recall experiments. Items at the end of lists have less opportunity to be
recalled out of order as they can only exchange positions with a single item. This improves
recall of the final item in a list and generates the standard recency effect. The essence of
the Primacy model is therefore that sequences are represented as an order gradient and
that the discriminability of the order information decreases over time. It is these core
features of the model that we adopt here. Our implementation requires only two
parameters: a decay parameter, and a noise parameter which controls the precision of the
order representation. As noise is increased the order becomes less certain and,
consequently, recall becomes less accurate. Although the Primacy model was presented as a
connectionist model where items were represented by the activation of localist nodes in a
network, we make no commitment to any particular implementation.

Note that our model is much simpler than the full Primacy model as it does not make

any provision for the effect of rehearsal or loss of item information (omissions) and it cannot
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simulate phenomena such as the phonological similarity effect. However, adding extra
mechanism or parameters would both complicate the simulations and obscure the
operation of the core computational principles.

In the present context the behaviour of the model follows simply from the fact that
there is uncertainty in the representation of order. This assumption is not unique to models
of memory. For example, in several models of reading the representation of the order of the
letters in a word is assumed to be noisy (Davis, 2010; Gomez et al., 2008; Norris & Kinoshita,
2012; Norris et al., 2010). The ‘noisy-order’ assumption accounts for data showing that
readers can tolerate quite substantial deviations from the correct letter order in words
(Rayner et al., 2006; Velan & Frost, 2007; White et al., 2008). This is most clearly exemplified
by the familiar Cambridge email: “Aoccdrnig to a rscheearch at Cmabrigde Uinervtisy it
deosn’t mttaer in waht oredr the Itteers in a wrod are” which remains readable despite
multiple changes in letter order.

Although the Primacy model and noisy-order models of reading are depicted in
different ways, for our purposes they are equivalent. In the Primacy model the uncertainty
in order follows from the fact that read-out from STM is driven by adding noise and picking
the item with the largest activation. In Figure 4B order (or position) is represented along the
x-axis and the variance of the likelihood function is equivalent to the choice noise. Taking
samples from each of the likelihood functions and selecting the item with the value closest
to the origin is equivalent to adding noise and choosing the item with the largest activation.
In the case of the Primacy model the loss of order information over time is driven by decay
in activations. In a noisy-order representation the passage of time could either increase the
variance in the noise or decrease the separation between items. In all cases order becomes

less discriminable as successive items are recalled. Interestingly, if decay comes about
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through an increase in noise over time rather than decay in activation, the scale of the
position or order representation would remain constant, and its absolute value would
provide information about position. However, this is not used in any of the simulations used
here.

Note that although the calculations we describe are based on an order gradient as
used in the Primacy model (largest to smallest values), the only assumption necessary for
the implementation of the model is that there is an underlying representation from which
we can derive a measure of relative distance from either the start or the end of the list. In
contrast to the original Primacy model, we do not assume that distance is represented by
activations in a connectionist model.

In itself, a primacy gradient represents a single sequence — the sequence presented
to the participant. However, when noise is added to the gradient it characterises a
distribution of sequences. If the model is run repeatedly, it will predominantly recall the
correct sequence, frequently recall sequences where adjacent items are transposed, and
often recall sequences where items are recalled even further from the correct position. Only
vary rarely will the model recall sequences that bear no obvious relation to the original list.
This exactly matches the pattern of errors seen with human participants (see Page & Norris,
1998, figure 4). The recall process can therefore be seen as an algorithm for taking a single
sample from the distribution parameterised by the noisy gradient. It is the fact that noisy
gradients correspond to distributions that allows us to combine the likelihood distribution in

STM with the prior distribution in LTM.
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Long-term memory

Throughout the paper we will refer to the system holding the representation of
priors as long-term memory. However, this is mainly to contrast this system with STM. It
could be thought of as an interface between STM and the more conventional concept of a
long-term memory store with near-unlimited capacity. It could also be seen as part of a
hierarchy of progressively more compressed memory representations each operating at a
more abstract level and over a longer time period (c.f. Bates & Jacobs, 2020).

LTM is assumed to consist of a fixed set of particles which, together, form a
multimodal prior. Exactly as with the representation of order in STM, each particle is a
vector corresponding to a primacy gradient over a complete sequence. Of course, memory
for sequences is not perfect. In the same way that there is noise (uncertainty) in the STM
gradient there is also uncertainty in the LTM gradients, analogous to the particle variance in
the 1D model. We will refer to this as LTM noise. The motivation for using a limited set of
particles is the same as in the 1D case. If we wish to represent a full prior over all sequences
of length 10, with no items repeated, we would need to calculate the probability of each of
3638800 possible sequences. In contrast, in the simulations presented here we need no
more than 100 particles.

The level of noise or uncertainty in LTM will generally be different from that in STM.
As with the noisy primacy gradient in STM, when engaged in the recall process each of the
gradients in LTM therefore also characterises a distribution of sequences. If there were no
noise or uncertainty in the LTM gradients each particle would correspond to a single
sequence. Effectively, memory would contain a perfect trace of each recalled sequence. If a
particle represented the sequence ABCDE, this would not influence the prior of even a very

similar list such as ABCED (an adjacent transposition). As the noise is increased, the prior
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becomes less precise. ABCDE will still have the largest prior, but the particle will also
increase the prior over ABDCE. If there is too much noise the priors will become flatter to
the point where there will be no Hebb effect at all (ABCDE is no more likely than EDCBA).
Note that the combination of the update process and repetition of Hebb lists means that
there can be more than one particle corresponding to any one sequence, and these will
combine to increase the prior even further.

The assumption that LTM consists of a set of particles is closely related to exemplar
models (Ashby & Alfonso-Reese, 1995; Goldinger, 1998; Hintzman, 1984; Medin & Schaffer,
1978; Nosofsky, 1986) in which each encounter with a word or an object adds a new
exemplar to memory. Exemplar models incorporate a similarity function which determines
how activation of an exemplar declines as stimuli become more dissimilar to the exemplar.
The variance in the LTM gradient has exactly the same effect.

The current model differs from exemplar models in important respects: First, the
model has a limited capacity; new particles can only be added by replacing older ones.
Second, the fact that particles are updated means that the exemplars, or particles, evolve to
track the input. Third, whereas exemplar models generally add only a single exemplar at a
time, here, as in our unidimensional mixture model example, more than one particle is
updated after the recall of each list. In other words, each particle is a sample from the

posterior distribution rather than an exemplar of an individual item.

Combining LTM and STM
Our model of STM assumes that items in a sequence are recalled one at a time. The
choice of item to be recalled at one position has consequences for the choice of items to be

recalled at later positions. At each point during recall, LTM must provide a prior over the
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remaining items left to recall. How can this be achieved given that order in both STM and
LTM is represented by gradients, and that these gradients are subject to noise?

A noisy gradient can be transformed into recall probabilities using the softmax
function. The softmax function was used, for example, by McClelland and Elman (1986) to
derive response probabilities from activation levels in their TRACE model of spoken word
recognition.

The probability of responding with item i is given by

Si .
p(Ry) = 5., Equation 5

where j indexes the set of possible items and

S; = eka Equation 6

where a is the activation of item i, and k is a constant which corresponds to the
noise. The resulting probabilities are approximately what would be expected from the
operation of the noisy choice procedure where the standard deviation of the choice noise is
\/2/k,. The activation and the noise determine the likelihood of each item appearing in the
first position and the choice rule transforms this into probabilities. For our purposes a is not
to be interpreted as activation, but simply as a scalar quantity indicating how close each
item is to the start of the list. The larger the value the closer the item is to the start of the
list. The softmax function allows us to compute the probability of each item being recalled
next according to a gradient in a single step. In STM, once we have those probabilities,
successive items can be recalled by selecting items at random according to those
probabilities. That is, recall involves taking a single sample from a probability distribution

over items. The end result is the same as the noisy-choice procedure in the Primacy model
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but gives the desired intermediate representation in terms of the point probability of
recalling each remaining item in the next position.

We can apply exactly the same procedure to each particle in LTM to determine its
contribution to the prior probability of recalling each item next. Each particle then makes an
independent contribution to the prior. Summing probabilities for each item over all particles
and normalising gives us the prior over all remaining items in the list. For the firstitemin
the list this is quite straightforward: the prior of each item is given by the probability of each
item being recalled in the first position summed over all particles.

More generally, the appropriate prior is the probability of recalling each item
conditional on that particle having generated the sequence of items recalled so far. For all
items after the first, the contribution of each particle to the prior of each item is the
probability that the particle would generate (lead to the recall of) the entire list up to and
including that item.

Consider a particle representing the sequence ABCD, where the gradient is therefore
4,3,2,1. After applying the softmax function (with k = 2.0), the prior probabilities of recalling
each item next given by that particle might be [0.54 0.27 0.13 0.06] (see Table 1). If Ais
chosen as the item to be recalled, the gradient over the remaining items, BCD, will be 3,2,1
and the new softmax probabilities must then be multiplied by the probability of having
recalled A in the first position [0.58 0.28 0.14] * 0.54 =[0.31 0.15 0.08]. That is, we have to
take into account the fact that these probabilities are conditional on having recalled A in the
first position (p=0.54). However, if B had been recalled (p=0.27) the remaining gradient over
ACD would be 4,2,1 and the probabilities would be [0.73 0.18 0.09] * 0.27 = [0.19 0.05 0.02].
If Ais recalled next (BA ..) the gradient over CD will be 2,1, the softmax probabilities will be

[0.67 0.33], and the conditional probabilities will be [0.67 0.33] * 0.27 * 0.73 =[0.13 0.06].
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Not surprisingly, when the first item recalled is B the particle ABCD makes a much smaller
contribution to the prior than when the first item is A. If the first item recalled was D, which
has a probability of being recalled in the first position of only 0.06, that particle would make
a negligible contribution to the priors over the remaining list items. The calculations are
presented in Table 1. Note that once A has been recalled it is removed from the gradient of
all particles. That is, it is complete suppressed. It is important to distinguish between the
evolution of these sequence probabilities during recall of a single sequence and the
updating of the prior distribution in LTM. The prior distribution in LTM is not updated

during recall.

The behaviour of the model has a direct parallel with models of word recognition
such as the Bayesian model Shortlist B (Norris & McQueen, 2008) and the connectionist
model TRACE (McClelland & Elman, 1986). In spoken word recognition, word onsets appear
to have a special status (Allopenna, Magnuson and Tanenhaus, 1998).

In Shortlist B the posterior probability of a word decreases as the input diverges from
that word in the lexicon, meaning that the probability of speaker decreases much earlier
than beaker. In the current model, as the recalled sequence becomes more and more
inconsistent with the order encoded in a particle, that particle makes a smaller and smaller
contribution to the prior, to the point where it no longer has any influence on recall. The

properties of our model and of Shortlist B and TRACE are an inevitable consequence of
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making optimal use of available information as sequences are processed. We will see later
that this unavoidable feature of the model ensures that it can simulate data from studies
showing that the benefit of learning a repeating Hebb list transfers to other lists beginning
with the same sequence of items, but not to lists than begin with different items (Hitch et
al., 2005; Schwartz & Bryden, 1971). Although the assumption that items are recalled
sequentially is necessarily true in immediate serial recall, we suggest that it is probably also
true even in studies of STM using serial recognition tasks where participants do not have to
recall the sequence (e.g. Gathercole et al., 2001), or serial reconstruction tasks where
responses are not forced to be sequential (e.g. Healy et al., 1987; Quinlan et al., 2017).
Figures 5 and 6 illustrate the evolution of particle probabilities over the course of
recall. Although recall of each item is performed by choosing an item at random by the
posterior probabilities, the plots show the evolution of probabilities on the assumption that
the sequence presented and recalled is ABCDE. In figure 5a the first four columns show the
evolution of the priors for the particles representing the sequences ABCDE, ABCED, BACED
and EBCDA. The fifth column shows the normalised prior summed over all particles. Figure
5b shows the STM likelihood, the normalised LTM priors, and the probability of recalling

each item at each position.

Before A is recalled, not surprisingly, the particles corresponding to ABCDE and
ABCED give rise to the same priors over A, B and C, and diverge only in the priors for D and

E. However, the priors for recalling D and E are very small. In the fourth column, EBCDA



SEQUENCE LEARNING AS BAYESIAN FILTERING 36

assigns the highest probability to recalling the letter E. The overall prior from LTM assigns
the largest prior to recalling A as the first item, and there is a smaller probability of recalling
B or E, with only a very small probability of recalling C or D. Once A has been recalled,
ABCDE and ABCED continue to have the same priors over B and C. In contrast, the
probability of recalling A in the first position given the particle EBCDA is so small that that
particle has no further influence on the priors. This is an important feature of several of the
simulations we report later. Once a particle diverges so much from the sequence recalled
that it is unlikely to have generated that sequence, it effectively drops from further
consideration. Even though BACDED (second column) diverges from the recalled sequence
at the first two positions, this particle continues to contribute to the prior because the
probability of recalling AB given BA is much higher than the probability of recalling AB given
EB.

Before recalling D, the influence of ABCED and BACED pushed the LTM prior in
slightly in favour of E. The recall probabilities (Figure 5b) of D and E are very close, therefore
the input ABCDE would often be recalled as ABCED. In the final row, before recalling E, the
first column shows the probability of recalling ABCDE given the particle corresponding to
ABCDE. This is the product of recalling A then B, then C, and so forth. Because there is some
probability of that particle leading to the recall of similar sequences such as BACED and
ABDCE, the probability of recalling the sequence ABCDE is less than 1. The normalized LTM
probability of recalling E in the final position is 1.0. Given that, in this case, the model only
knows about the letters ABCDE, if the sequence recalled so far is ABCD, the only remaining
option is to recall E.

In Figure 6 there is no particle representing ABCDE and there is a very strong bias to

recall D instead of E. Note that the strength of this bias will be influenced by the level of
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STM and LTM noise. If the STM noise is very low then STM will dominate and overcome the
influence of LTM, but this would also tend to reduce the beneficial effect of LTM priors on
repeated Hebb lists.

Each particle makes an independent contribution to the prior. If we were to
repeatedly present each of two sequences to STM while ignoring LTM, this would generate
a distribution of recalled sequences. If we were now to run the model with two particles in
LTM representing those sequences, but provide no evidence from STM (a flat STM gradient)
and use the same level of noise in both STM and LTM, this would necessarily produce the
same distribution of recalled sequences. Although we would have used STM to generate
two distributions independently, and LTM to generate a distribution that is driven
simultaneously by two particles, the resulting distributions are the same.

The model parameters are given in Box 1 and a step-by step description of the
operation of the model is given in Box 2. We should emphasise that the steps in Box 2 are
the steps needed to implement the theory as a computer program so that we can establish
whether it is indeed consistent with the data. The detailed algorithmic implementation of
the program is not part of the theory. For example, we use the softmax function to convert
gradients into probabilities. This achieves our desired goal, but people may not (probably
don’t) use exactly this algorithm. Generating each sample from the posterior requires a
pass through the list, but perhaps people use a different algorithm to generate multiple
samples? Neither of these algorithmic choices are parts of the theory. If we were to use
different algorithms to compute the same functions, the behaviour of the theory should
remain unchanged (see Norris, 2005 for a discussion of the difference between
computational models and theories, and Anderson 1990, and Norris & Kinoshita, 2012, for a

discussion of model identifiability and model equivalence).
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Box 1

Model Parameters
Number of particles in LTM. In general, the more particles there are the less interference

there is between lists. Interacts with the Number of particles updated after each list
Number of particles updated after each list. If too many particles are updated, learning can
be too strongly influenced by recent lists as particles representing previous lists are
overwritten. If too few are updated the model shows little effect of more recent lists.
STM noise. Standard deviation of the noise in the representation of order in STM
(in the softmax rule we set k = \V2/c). This, along with Forward decay determines the
level or performance in the STM component of the model. As the noise increases,
performance will decrease.
LTM noise. Standard deviation of the noise in the representation of order in LTM.
The greater the precision (smaller the standard deviation) the more influence each
particle in LTM will have on recall.
Forward decay. Rate of decay per item in forward recall.
Backward decay. Rate of decay per item in backward recall.

Backward boost. Boost given to recalling the final list item in backward recall.

Note. List of Model parameters. The parameters used in each simulation are given in the Appendix.
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Box 2

Recall from STM with no input from LTM:

1.

Apply softmax (using the ‘STM noise’ parameter) to the gradient to determine the
probability of recalling each of the remaining items next.

Select the item to be recalled at random according to those probabilities.
Suppress the recalled item to ensure that it is not recalled again.

Multiply STM gradient by the ‘Forward decay’ parameter.

If there are items remaining, go to 1.

Recall from STM with contribution from LTM:

1.

In STM apply softmax (using the ‘STM noise’ parameter) to the gradient to
determine the probability of recalling each of the remaining items next.

For each particle separately, use softmax with ‘LTM noise’ to compute the
probability of recalling each of the remaining items next.

Multiply these probabilities by the probability of having recalled the sequence so far.
Sum and normalize these probabilities. These are the prior probabilities of recalling
each item next.

Multiply the prior probabilities from LTM by the probabilities from STM and
normalize.

Select the next item to be recalled by choosing from the remaining items at random
weighted by those probabilities.

Suppress the recalled item in STM and in all particles in LTM.

Multiply STM gradient by decay ‘Forward decay’

If there are items remaining, go to 1.
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Learning:
1. Generate N new samples by performing the recall process N times. Each sample is
the gradient representing the recalled sequence.
2. Replace a random selection of N existing particles with the gradients determined by
the new samples. The full set of particles then forms the new prior for the

subsequent list.

Note. Procedures for recall and learning
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Item representations

As in the simple version of the Primacy model there is no representation of the form
of items. Items are simply elements in a vector which have a value representing their order.
A simulation of an experiment using the item set A-H would therefore be identical to one
using the digits 1-8. Unlike the full Primacy model this simplified version could therefore
not simulate phonological similarity effects. Some studies use unfamiliar stimuli, such as
nonsense syllables (e.g. Saint-Aubin & Guérard, 2018b). In these cases, there will
necessarily be some degree of item learning which will not be captured by the model.
However, any effect of item learning should be the same for both Hebb and filler lists. The
model also has no way of representing multiple tokens of the same items (repeats). The
ability to represent multiple tokens of the same type is an essential property of any
complete model of STM (Norris, 2017). This would not be excessively complicated to
implement. However, given that the same item never appears twice in a list in any of the
Hebb studies we are aware of, it is unnecessary.

In many of the studies we simulate, the experimental lists are simply permutations
of the same set of items. In cases where lists are constructed from a larger set of items the
gradient value of items not in the list is set to a large negative value so that those items can
never be recalled. This means that the model effectively has perfect memory for which
items are in the list and there can never be intrusions from items that do not appear in the
list. Note that as none of the studies we simulate report intrusion or omission data there is
no way to evaluate item memory.

Updating the prior
So far, we have assumed that LTM already contains a set of particles that represent

the prior. But how is the prior established and updated? Particles in LTM are updated by
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replacing a fixed proportion of those particles by new particles generated by sampling from
the posterior. In the present model particles are generated by the recall process. To
generate new particles, we can repeat the computations underlying the recall process. Note
that there is no implication that participants generate particles by performing multiple
explicit recalls. We do this simply to generate samples from the posterior. Because each
new particle is generated in the same way as the recall process it will be subject to the same
kind of errors. There is therefore no guarantee that any of the new particles will correspond
exactly to the order of the items in the presented list, especially when only a small number
of particles is updated. We should emphasize that particles are not single representations
of specific lists. Each particle is a noisy sample and may not correspond precisely to any list
that has been encountered. If there are 100 particles this does not mean that LTM has a
capacity of 100 lists. Nevertheless, the more particles there are the more sensitive the prior
can be to lists occurring further back in time. If there is a large number of particles and only
a small number of them is updated, the probability of overwriting particles generated from
lists in the distant past will be low.

Later we will investigate the effects of varying both the number of particles and the
number of particles updated. We will see that the model succeeds in learning with as few as
five particles and when we update only one, although learning is much more robust with

more particles and when more particles are updated.

SIMULATIONS
The simulations we present next fall into two categories. The first are those that
illustrate the operation of the learning mechanism itself. These include the effects of

repetition spacing and whether or not the model can learn more than one list at a time.
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Here the behavior of the model is driven largely by the number of particles used and the
proportion of particles being updated. When analyzing human data, the critical measure of
the size of the Hebb effect is usually the difference between the rates of improvement in
the repeated Hebb lists and filler lists. This takes account of general changes in performance
due to either practice or fatigue. The model is not susceptible to either of these potential
confounds and the learning rates of filler lists are always near zero.

The second set of simulations focuses on the interaction between LTM and STM;
given that sequences have been learned, how does what is learned influence recall of
similar sequences? The results of these simulations are almost completely independent of
the parameters controlling learning. All that matters is that sufficient learning has occurred
to produce a Hebb effect. The only parameters having a significant effect in these
simulations are the parameters controlling the noise in STM and LTM. These determine the
overall level of performance and how strongly recall is influenced by what has been learned.
All but the final two simulations use the default set of parameters. In most cases we also
report simulations with different levels of noise to vary the overall level of performance and
to show the robustness of the model to parameter changes.

Most of our simulations focus on the proportion of items recalled in the correct
position, as this is generally all that is reported in studies of the Hebb effect. Few papers on
the Hebb effect report serial position curves. However, experiments by Guerrette et al.
(2017) and Cumming et al. (2003) do report serial position data. Guerrette et al. (2017)
manipulated direction of recall in a Hebb study. We show that the model can simulate not
only serial position curves, but also how both forward and backward recall are modulated
by repetition. Elsewhere we simply demonstrate that the model exhibits the qualitative

pattern of data seen across studies. Most of what the model does follows necessarily from
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the basic theoretical principles and cannot be altered by changing parameters. Given that
conceptually similar studies differ in, for example, the nature of the stimuli, baseline
performance, and learning rate, there would be no additional value in attempting to
optimize model parameters to give precise fits to the data from all the individual studies
(see Roberts & Pashler, 2000). However, we begin by presenting two simulations where the
model is fitted to data on the basic Hebb effect. These illustrate the general form of the
Hebb effect and the variability in the data. Note that in the figures and following text we will
refer to repeated lists as Hebb lists and lists presented only once as fillers.

Figure 8A shows data from St-Louis et al. (2019) (all lists are permutations of 9
consonants and the Hebb list repeated every 4 trials, replotted from their Figure 1) and
Figure 7B plots the data from Page et al. (2013) (permutations of 7 monosyllabic words with
Hebb list repeated every 3 trials, replotted from their Figure 2). In the St-Louis et al. (2019)
data there appears to be a practice effect whereby performance improves over the course
of the experiment. The model, of course, does not benefit from practice and there is no
improvement on filler trials. These simulations are both based on parameters derived from
a simple grid search of the two parameters determining the choice noise in STM and LTM.
The noise in STM determines the baseline level of performance on the filler trials and the
noise in LTM determines the rate of learning. Both simulations use our default setting of 100
particles and where five particles are updated on each trial. The decay value is 0.9. No

attempt was made to fit these three parameters.
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Multiple lists and repetition spacing (Page et al., 2013; Saint-Aubin & Guérard, 2018b)
In Hebb's original study there was only a single repeated list which was presented

every third trial. Subsequent work has demonstrated that the Hebb effect is very robust. A
Hebb effect can still be obtained when Hebb lists are repeated as far apart as every 12 trials
(Page et al., 2013) and more than one Hebb list can be learned at once (Hitch et al., 2009;
Kalm et al., 2013; Melton, 1963; Oberauer & Meyer, 2009; Page et al., 2013; Saint-Aubin &
Guérard, 2018b; Saint-Aubin et al., 2015). Saint-Aubin and Guérard (2018b) directly
compared learning of one versus three lists. They were interested in establishing whether
the Hebb task could be used as a laboratory analogue of language learning and constructed
their stimuli from a set of 36 nonsense syllables. Participants therefore had to learn not
only the order in which items were presented, but also the identity of the items. Not
surprisingly, learning was very slow. Even though the lists were only seven items long,
performance reached only about 70% correct after 20 repetitions. Nevertheless,
participants could learn three Hebb lists as well as they could learn one. This is also true of
the model over a wide range of parameters. The next simulation of we report is compares
learning one versus three Hebb lists, where each Hebb list is repeated every fourth trial. In
the single Hebb list condition there are therefore three filler lists between repetitions and in
the case of the three Hebb lists condition there is one filler between each set of three Hebb
lists. Lists are permutations of the same nine items. There are ten repetitions of the Hebb
lists. In the simulations the order of items in the filler lists is randomized on each trial. There
were no constraints on the relation between filler and Hebb lists, but the three Hebb lists
were arranged to be as different as possible. The Levenshtein distance (Levenshtein, 1966)

between each pair of lists was 9. All simulations are based on 1000 simulated participants
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performing a single pass through the experimental sequence. This produces very stable
results. As already noted, as far as the model is concerned there is no representation of
item identity. Different classes of stimuli such as words, letters or digits all have the same
representation.

Figure 9 shows simulations with 100 particles of which 5 are updated, and 10
particles where 2 are updated. With 100 particles the curves for learning one and three
Hebb lists lie on top of each other. With 10 particles there is a marginal advantage for
learning three Hebb lists at once over learning just one. However, this difference is less than
2% at all points. In line with Saint-Aubin and Guérard (2018b) there is therefore almost no
detectable disadvantage in learning three lists at once, even with only 10 particles. Given
that the Hebb lists are repeated every four trials, updating two particles out of ten will
generally leave some particles representing the each of the Hebb lists. However, although
changing the number of particles and updates does not change the difference between
learning one and three lists, it does alter the rate and extent of learning. This is illustrated
more fully in Figure 10 with a range of different parameter values. It might appear that even
if the model can learn more than one Hebb list at a time, perhaps the particles representing
the Hebb lists might compete with each other and this would reduce the size of the Hebb
effect. To understand why this is not the case, consider the evolution of the probabilities of
the particles ABCDE and EBCDA in figure 6 and assume that they were generated from two
Hebb lists. If the sequence to be recalled is ABCDE then, once A has been recalled, he
particle EBCDA makes only a negligible contribution to the priors of later items in the list.
Recall of the Hebb list ABCDE will be completely unaffected by the presence of other Hebb

lists, unless they are very similar.



SEQUENCE LEARNING AS BAYESIAN FILTERING 47

Figure 10 shows performance with a single repeating list with different numbers of
particles and different numbers of particles being updated. Not surprisingly, learning tends
to be faster when there are more particles. However, learning is slower when either too
many or too few particles are updated. This is apparent in the simulations using 20 particles.
If 10 of the 20 particles are updated then initial learning is fast but there is very little further
learning after the first repetition. This is because the updates following the two intervening
filler lists reuse most of the particles that represent the Hebb lists. Learning improves if only
5 of the 20 particles are updated and decreases when only one is updated. The fastest
learning occurs when there are more than 20 particles and about 5-20% of them are
updated. However, even with only 5 particles and where only one is updated, there is still
substantial learning. This could be boosted further by decreasing the noise in LTM.

In addition to the number of particles and number of particles updated, the two
parameters having most influence on model performance are those determining the
amount of noise in LTM and STM. STM noise effectively determines the strength of the
representation in STM. If the noise is too large, memory performance will be poor. If it is too
small, performance will be good but will show little benefit of LTM. If LTM noise is too large
there will be little influence of LTM. If STM noise is too small, LTM will dominate over STM

and can introduce errors on filler lists.
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Repetition-spacing and item overlap (Page et al., 2013; St-Louis et al., 2019)

One factor which has been seen as important in supporting the value of the Hebb
task as a laboratory analogue of word-learning is that it should be possible to obtain a Hebb
effects even when repetitions are widely spaced. Page et al. (2013) reported finding a Hebb
effect with spacings of six, nine and 12 lists when Hebb and filler lists were constructed from
different items. St-Louis et al. (2019) found the effect with spacings of four, six and nine.
However, although Hebb lists can be learned with widely spaced repetitions, there is some
disagreement as to whether learning is influenced by whether or not the same items are
used in the Hebb and filler lists. One might expect that if Hebb and filler lists are similar then
the filler lists would interfere with learning the Hebb lists. Consistent with this, Melton
(1963) reported a study with lists of nine digits which could repeat every three, four, six or
nine lists. The Hebb effect declined as the spacing between repetitions increased. Inspecting
his Figure 10 it looks as though the Hebb effect at the longest spacing is very small indeed,
however there is no statistical analysis of the data. On the basis of these data it would
appear that the Hebb effect declines with increasing spacing when there is full overlap
between the items in the lists. Interpretation of Melton’s data is further complicated by the
fact that he presented multiple Hebb lists with different repetition spacings, all in the course
of a single set of 80 trials. This makes it hard to know whether overlap alone would have
been sufficient to impair performance at longer spacings. St-Louis et al. (2019) also used
nine-item lists, this time a set of nine consonants. They found a significant Hebb effect even
when Hebb lists were repeated every nine trials. However, they did not include a condition
with no overlap.

Page et al. (2013) manipulated both spacing and overlap. In two experiments using

words as stimuli, they found a main effect of overlap, but no effect of spacing. In their first



SEQUENCE LEARNING AS BAYESIAN FILTERING 49

experiment when Hebb lists were repeated every three trials, the Hebb effect was slightly
smaller when the Hebb and filler lists all shared the same items. When spaced every six lists,
there was no Hebb effect when all lists were constructed from the same set of items,
despite an undiminished effect for non-overlapping lists. However, the interaction between
overlap and spacing was not significant. In their second experiment they also found an
effect of overlap and, rather surprisingly, a Hebb effect for long spacings but not for short. It
appears that overlap does have an effect, and that even with overlap it is sometimes
possible to observe learning at spacings of nine lists, but it is unclear whether that effect is
modulated by spacing.

The effect of overlap has also been studied with faces and with visuo-spatial stimuli.
Johnson et al. (2017) reported that the Hebb effect for faces could only be found with non-
overlapping sets of items. They used a serial order reconstruction task where the stimuli
that had been presented on a trial were shown in a circular array and participants had to
select the faces in order. Couture and Tremblay (2006) studied the influence of overlap on
the Hebb effect in visuo-spatial recall. Although the Hebb effects was numerically smaller
with (Experiment 2) than without overlap (Experiment 1), the interaction between the two
was not significant.

There is certainly not a single definitive pattern of data that we could expect the
model to reproduce. Nevertheless, the way in which performance of the model changes as
the number of particles is varied can provide some insights into the possible cause of the
behavioral differences. The more particles there are, the less likely it is that updating a given
number of particles will disrupt previous learning of similar sequences. The more particles

are updated, the more likely it is that the updated particles will overwrite previous learning.
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Figure 11 presents simulations modelled on St-Louis, Hughes, Saint-Aubin and
Tremblay’s experiment where Hebb lists were repeated at separations of four, six, and nine.
We also include no-overlap conditions similar to Page et al. (2013). Simulations were once
again carried out with different numbers of particles. In contrast to the simulations in Figure
8, where we fitted the STM and LTM noise parameters, here we did not vary these
parameters to fit the data. As in the previous simulation, increasing the number of particles
increases the rate of learning overall. The simple summary of the simulations is that with
large numbers of particles (100) and when updating a small number of those particles (5)
there are only minor effects of spacing and overlap. This is illustrated in the top panel of
Figure 11 showing simulations using 100 particles and updating 5. However, as the number
of particles decreases and the proportion of updates increases, we begin to see the
emergence of both effects. By the time we have only five particles and update only one
(bottom panel of Figure 11) the Hebb effect for overlapping lists at the two longer spacings
has almost completely disappeared. However, there is still a robust effect for the short-
spacing no-overlap condition. The number of particles in LTM effectively determines
memory capacity. With more particles the model is better at learning. We might expect the
same to hold for people too.

However, capacity might not simply correspond to a measure of individual
differences. Different stimuli might require different numbers of particles to represent. Here

we have made the simplifying assumption that both the representation and the sampling
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process remain the same regardless of the kind of stimuli involved. However, the
information capacity required to encode a sequence of eight digits in the range 1-8 (allowing
for repeats) will be 24 bits (3 per item). Words of faces from an open set will require hugely
more capacity. If this information is encoded as particles then different stimuli may make
the system behave as though it has different number of particles. We might expect digits or
letters, for example, to behave as would be expected in a system with a large number of
particles, and faces or words to behave as though the system had a much smaller number of
particles. This might well offer an explanation for why St-Louis et al. (2019) found a Hebb
effect for consonants with large spacings whereas Johnson et al. (2017) failed to find a Hebb
effect at all with overlapping faces. This doesn’t explain why Melton (1963) found that the
Hebb effect was very small with digits and a spacing of nine. However, in Melton’s
experiment there were multiple Hebb lists appearing at different spacings and starting at
different times. The experiment incorporated everything that might possibly reduce the
Hebb effect.

When interpreting these simulations, it is important to bear in mind that the model
has no representation of item-similarity. The order gradient applies over the set of items in
the list. Items not in the list are assigned an order value which ensures that they will never
be recalled. In effect, items in different sets are made to be completely different and the
model will never recall an item that was not presented in the list. A more complete account

would have a more graded representation of item similarity.

Mismatch at start or end of list (Hitch et al., 2005; Schwartz & Bryden, 1971)
We noted earlier that the model necessarily predicts that once a Hebb effect has built up it

will confer an advantage on recall of lists which start in the same way as the Hebb list, but
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not to lists that differ at the beginning of the list (see figure 6). A study by Schwartz and
Bryden (1971) showed that this is indeed what happens in the Hebb task . They presented
participants with lists of nine digits drawn without replacement from the set 1-10. The
critical Hebb lists were repeated 10 times. The exact details of their experiment are difficult
to reconstruct and the scoring procedure is non-standard, but the findings are
straightforward. When one or two items at the end of a Hebb list are changed, there is still a
recall benefit for that list. However, when items at the start of the list are changed there is
little or no benefit.

The top two panels of Figure 12 show two simulations where items are changed at
the start or end of a list. The plots show the model’s performance on transfer lists
presented after seven repetitions of a Hebb list. Note that in this and all other simulations,
when testing performance on transfer lists occurring after presentation of all the Hebb lists,
updating is disabled so that all critical lists are tested with LTM in exactly the same state. As
is standard, the Hebb lists were repeated every three trials. Both simulations use 100
particles with five updates, which generates substantial Hebb learning. The decay rate in
STM is 0.9. The top panel uses the default parameters for most of the simulations reported
here: STM noise = 1.0, LTM noise = 0.75, decay = 0.9, 100 particles and 5 updates. In the
middle panel the STM noise is 0.5 which improves recall.

Changing the identity of one or two items at the beginning of the list has a
devastating effect on recall which drops even below the fillers. This is due to the way the
lists were constructed. Because the changed items never appeared in positions one or two
in previous lists, the priors on the first two items in the fillers are larger than for the
corresponding positions in the changed lists. Changing one or two items at the end of the

list has no effect on the first seven positions. The behavior at the final three positions
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follows from the fact that the model has perfect memory for the set of items in the list. In
the Hebb list there is always some possibility that the final two items will be transposed.
When only the final item is changed the final item of the Hebb list is not available to be
recalled anywhere else in the list. Therefore, unlike in the case of the Hebb list, there is no
possibility of it being transposed with the penultimate item. The last two items are
therefore more tightly constrained than in the Hebb list. When the last two items are
changed this constrains the position of the third item from the end, but recall of the
changed items is only supported by STM and their performance drops below that on the
same items in the Hebb list. However, they do not drop completely to the level of the filler
list as the final items in the filler lists are free to exchange with any other item in the list. A
more complete model would also incorporate the possibility that there might be errors in
item memory as well as position memory.

Schwartz and Bryden also examined the effect of varying one or two items at the
start or end of the repeated Hebb lists during learning. Changing one or two items at the
end of a list had little effect on learning the unchanged items. When two items at the
beginning were changed, those lists were not learned significantly better than filler lists.
When one item was changed performance was intermediate between a filler list and a
standard Hebb list. The importance of keeping list onsets constant was further reinforced by
Hitch et al. (2005). In their study all lists contained the same sequence of items as the
repeated lists, but the repeating Hebb lists could have zero, one, two or three extra items
inserted at the start or end of the list. That is, the length of the lists varied. They found that
performance on lists which started in the same way as the Hebb list was better than on filler

lists, or lists that only ended in the same way.
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The bottom panel of Figure 12 shows simulations where there is a single Hebb list
that repeats every third trial. One or two items at the beginning or end of the Hebb list are
replaced by items that never appear in either the repeating portion of the Hebb, or in the
filler lists. As in the Hitch et al. (2005) and Schwartz and Bryden (1971) studies, changing
items at the end has no effect on learning the repeated items. In contrast, changing items
at the beginning completely eliminates learning. Changing a single item has a greater effect
on the model than was seen in Schwartz and Bryden’s data. In part this is because, as
currently implemented, particles have uncertainty about order but not identity. A particle
representing ABCD could possibly generate BACD but could never generate EBCD. Particles

are effectively eliminated when the encounters an inconsistent item.

The regularization effect (Botvinick & Bylsma, 2005)

The idea that the influence of LTM on serial recall from STM should be viewed as a
product Bayesian inference was first proposed by Botvinick (2005). He examined predictions
from this theory in the context of artificial grammar learning. As expected, he found that
recall of lists that were otherwise equally probable under the grammar were recalled worse
if they had neighbors which were more probable. As a Bayesian theory would predict, it
appeared that there was a tendency to regularize responses to become similar to more
probable sequences. Although this study did not examine the nature of the errors, a further

study by Botvinick and Bylsma (2005) reported that errors tended to involve regularizing the
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sequence to be more probable with respect to the artificial grammar. A similar result was
found by Isbilen et al. (2020) using a nonword recall task. Botvinick and Bylsma’s finding is in
line with a much earlier study by Mayzner and Schoenberg (1964) who found similar result
in a serial recall task using sequences of letters containing pairs of letters with high or low
bigram frequencies. They found that transposition errors were far more likely when
recalling low- than high-frequency bigrams, and those transpositions were more likely to
result in a high- than a low-frequency bigram. That is, as in the Botvinick and Bylsma (2005)
study, recall tended to be biased towards sequences with a larger prior. Botvinick and Plaut
(2006) developed a recurrent network model that was able to simulate these data and a
range of other phenomena in serial recall. Their network can be considered to operate as a
Bayesian classifier (Rumelhart et al., 1996) and their backpropagation training algorithm can
be thought of as performing memory updating. However, the network had to be trained on
83,333 passes through the training set in order to simulate the data. The slow speed of
learning is a recognized problem with recurrent networks. This does not seem to be a
suitable architecture for performing the rapid updating required to simulate performance in
the Hebb task.

As shown in Figure 6, our model shows regularization effects in the Hebb task. If LTM
priors are sufficient to improve performance on Hebb lists, they will necessarily impair
performance on lists that are closely related to the Hebb list. This effect will be strongest
where those lists contain a single transposition of a pair of items in the Hebb list. Of course,
the source of the priors in these other studies is different. In the Botvinick (2005) and
Botvinick and Bylsma (2005) experiments participants have many days’ exposure to the

sequences. In Mayzner and Schoenberg (1964) study participants had a lifetime’s
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experience of reading. However, the critical issue is not what the source of the priors is, but

how priors influence serial recall.

The simulations in Figure 13 show the performance on the final repetition of a Hebb
list that has been seen seven times, a filler list, and three other lists that are in some way
similar to the Hebb list. One list differs from the Hebb list in having its third and fourth
items transposed, one with the fourth and fifth items transposed, and another where the
order of successive pairs of items have been transposed. The upper panel uses the default
parameters (STM= 1.0, LTM = 0.75) and the lower panel uses more LTM noise (LTM = 1.5).
The regularization bias is apparent in recall of the 12436587 and 12354678 lists where recall
accuracy dips at third and fourth and the fourth and fifth items respectively which are
transposed relative to the Hebb list order. In the 12354678 lists errors on items four and five
are transpositions. With the default parameters the error involves recalling the items the
same order as in the Hebb list on 53% of trials, whereas in random control lists only 8% of
trials produce transpositions at those positions. It is also worth noting that in line with the
Schwartz and Bryden (1971) simulations, the earlier deviation from the Hebb list in the
12436587 lists than the 12354678 has a larger detrimental effect on recall. As argued by
Botvinick (2005) and Botvinick and Bylsma (2005), a Bayesian model of serial recall does

indeed produce the regularizations towards more probable sequences.
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Mizrak and Oberauer (2021)

According to the present theory, the influence of LTM on STM is simply a matter of
applying Bayes theorem as each successive item is recalled. However, Oberaurer and Mizrak
(Oberauer, 2009; Mizrak & Oberaurer, 2021) suggest that there also needs to be a flexible
gating process which ensures that “only LTM information beneficial for the function of WM
is allowed into WM, whereas LTM information that is possibly harmful to the current task is
blocked.” (Mizrak & Oberaurer, 2021, p763). They examined this possibility in a series of
five experiments using the Hebb task.

The critical comparison in their first three experiments was between standard Hebb
filler lists (Overlap Fillers), constructed form the same set of items as the Hebb lists, and No
Overlap Fillers, constructed from a different set of items. They suggested that in the
absence of flexible gating, there should be interference from the Hebb list to the Overlap
fillers. However, in line with the flexible gating hypothesis, performance on the two
different kinds of filler list was indistinguishable.

In Experiment 5 they included a standard repeated Hebb list and an Overlap Filler
(SP4-7) list, where the first three items appeared in the same order as in the Hebb list, but
the final four items appeared in random order. There was no standard Overlap Filler. Based
on their interpretation of the models of Burgess and Hitch (2006) and Page and Norris
(2009) they suggested that if LTM “is used to boost recall of the first three items of an
Overlap Filler list, it should also be used for informing recall of the remaining items—and
therefore cause proactive interference” (p766). In line with their predictions from the
flexible gating hypothesis they found no difference between Overlap Fillers (SP4-7) and No-

Overlap Fillers (SP4-7), and both were recalled better than the No-Overlap Fillers (1-7).
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However, it is not clear whether these two models do indeed produce the kind of
harmful interference that Mizrak and Oberaurer assume they do. The aim of the next
simulations is therefore to establish what the current model predicts. If it does not produce
interference, then this would suggest that there is no need to assume that there is a flexible
gating mechanism controlling the influence of LTM on STM. Perhaps Bayes is all you need.

Given the data on the regularization effect described earlier (Botvinick and Bylsma,
2005; Mayzner and Schoenberg, 1964), there clearly are conditions under which LTM can
disrupt serial recall in the Hebb task, and this is consistent with the behavior of our model.
Perhaps the LTM representation of the Hebb list will bias recall of items 4-7 in the Overlap
Filler (SP4-7) list towards the order in the Hebb lists and impair recall? However, this should
be countered by the beneficial effect of the Hebb list on the first three items of the list
which maintain the same order as in the Hebb list. Additionally, reducing errors on those
items should also reduce the opportunities for errors in the recall of subsequent items
(cf. Norris, Kalm & Hall, 2020; Thalmann, Souza, & Oberauer, 2019).

To determine whether our model predicts an interference effect we constructed a
simulation modelled on the stimuli used in their Experiment 5, with the addition of a
standard Overlap Filler (SP1-7) condition that was present in their first three experiments.
The conditions were as follows, where items presented in a fixed position are shown in
italics Hebb: pan, book, ape, line, tree, ham, ring. Overlap Filler (SP4-7) pan, book, ape, ham,
line, ring, tree; No-Overlap Filler (SP4-7): dog, brick, cape, desk car, sun, sheet. No-Overlap
Filler (SP1-7): bus, cat, path, yard, week moon, map. Overlap Filler (SP1-7): ring, tree, ham,
pan, ape, book, line. The results of the simulations are shown in figure 14. The top panel
uses the default parameters and the lower panel uses less STM noise to improve

performance.
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There is a substantial Hebb effect. As in the data, the first three items from the
Overlap Filler (SP4-7) trials are recalled almost as well as the first three items in Hebb trials.
As also observed in the data, the final four positions in those trials are recalled better than
the other filler conditions. These positions show the expected mini-serial position effect.
Because the items in positions 1-3 are recalled very accurately there is little opportunity for
the remaining items to exchange positions with those items and this decreases the error
rate, especially on position 4.

Turning now to whether there is any sign of inhibition, the first thing to note is that
there is very little difference between the Overlap (SP1-7) and No-Overlap (SP1-7)
conditions. That is, it matters little whether filler items are permutations of the Hebb items,
or different items. The Overlap condition is only 3% worse than the No-Overlap condition.
The second point is that the Overlap Filler (SP4-7) lists are recalled better than the SP1-7
fillers, and not worse. There is no sign of interference. As suggested above, the first three
items in the Overlap Filler (SP4-7) lists benefit from being in the same order as in the Hebb
list, and the improved performance on these three items has the expected knock-on benefit
to the remaining items. The first three items in the No-Overlap Filler (SP4-7) list also benefit
from having been repeated in the same order. Again, there is no sign of interference.

The only minor discrepancy between the simulations and Mizrak and Oberaurer’s data is

that, numerically, they found little difference between the Overlap Filler (SP4-7) and No-
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Overlap Filler (SP4-7) lists, whereas here they are 0.84 and 0.7 respectively. However, this
difference falls within the confidence intervals of their data (their figure 6B).

Mizrak and Oberaurer assumed that it was necessary to incorporate a flexible gating
process to avoid LTM having an inhibitory effect in the Hebb task. However, the simulations
clearly indicate that our Bayesian model does not produce the inhibitory effects they
predicted. There is no need to add a gating process.

It is worth asking how the gating process proposed by Mizrak and Oberauer might
work. For Hebb lists there must be some memory representation that can facilitate recall of
those lists. In our framework, LTM would provide a set of priors which would favor recall of
the Hebb list. The question is how the representation of Hebb lists can be ‘gated’ or disabled
for Hebb Interference lists. An active gating process would need to have access to
sufficiently precise representations in both STM and LTM to know that LTM should not
influence STM for Interference lists. At the very least there must be some criterion for how
similar the representations in LTM and STM must be in order to invoke the gating process.
However, in a Bayesian model all of this comes for free. What happens is essentially the
same as in the Schwartz and Bryden simulations where altering items at the start of a Hebb
list reduces performance to the level of a filler list but does not make it worse than a filler
list. When a Hebb-Interference list diverges from the Hebb list the probability of particles
that contribute to the priors of the Hebb list generating the Interference list drops to a very
low level (see Table 1) and they have no further influence on recall. They do not have an

inhibitory effect.
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Hebb learning and position-item associations (Cumming et al., 2003)

Earlier we described the study by Cumming et al. (2003) in which participants were
exposed to repeated Hebb lists and then tested on lists where alternating items appeared in
the same positions as they had appeared in the Hebb lists and the remaining items
appeared in different positions. If participants had been learning position-item associations,
recall of the items appearing in the same position as the Hebb list should have been recalled
better than items which changed position. This was not the case. A similar finding was
reported by Hitch et al. (2005) who found that there was very little sign of learning when
repeated lists were constructed so that only some of the items maintained their position
relative to the start of the list. They used repeating lists which were 8, 9, 10 or 11 items long
and where items in positions 2,4,6,8, or 1,2,5,6 or 3,4,7,8 were always the same across lists,
but items in all other positions varied. The current account assumes that participants are
learning whole-sequence chunks, therefore there should be no learning of position-item
associations.

Figure 15a shows a simulation of the data from Cumming et al. (2003) which
confirms that this is indeed the case. In the simulations the reduced performance on items
two and three is in the SDSD (S, item maintain same position; D, items in different position)
condition occurs because the first item is consistent with the Hebb lists and therefore
increases the prior that the second item will be the second item from the Hebb. This
increases errors relative to DSDS or filler lists which do not begin with same item as the
Hebb list. The drop in the relative performance of item two in the SDSD lists was also found
in the data, although the effect there is much less pronounced. Note that in order to achieve
a comparable level of performance between model and data the noise parameters were set

to 2.5in LTM and 0.65 in STM which decreases the influence of LTM and improves STM
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compared to the default parameters. For reference, Figure 15b shows a simulation with the
default parameters. Given that the order in the model is represented at the level of the
whole list it is impossible for the model to show a performance benefit for items that

maintain their serial position when the order of other preceding lists items in changed.

Error learning (Kalm & Norris, 2016)

In the simulations so far, we have assumed that learning takes place on the basis of
the presented list rather than the recalled version of the list. This seems to be a plausible
first step as Kalm and Norris (2016) have shown that recall is not necessary for learning.
However, they also showed that recall can play a role in learning (see also Cohen &
Johansson, 1967; Cunningham et al., 1984; Guerrette et al., 2018; Oberauer & Meyer, 2009).
They found that when recall is performed, participants have a tendency to learn the errors
they make (see also Couture et al., 2008; Lafond et al., 2010). Indeed, even if participants
see a list only once but are required to recall it three times in succession, errors tend to
increase over successive recalls (Murray, 1968). In the present framework this could come
about because learning may sometimes be driven by just a single sample from the posterior
— the recalled sequence. If there are errors in recall, then the particles in LTM will be
updated so as to increase the prior of that sequence. Similar to the regularization effect
described earlier, once the Hebb list has a neighboring list (the error) with a high prior, recall

will be biased towards the prior and this will lead to an increase in errors.
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We can illustrate the contrast between learning from presentation and learning from
recall by simulating the effect of updating by generating noisy samples from the single
recalled sequence® instead of sampling by running the recall process multiple times. That is,
we created multiple samples by adding noise to the gradient of the recalled sequence. The
samples therefore represent sequences clustered around the order of the recalled list. The
simulations correspond to a standard Hebb experiment where the sequence of digits 1-9 is
presented every third trial and the intervening sequences are random permutations of
those digits. The Hebb list was repeated 10 times. We counted the number of cases where
there were at least two identical positional protrusions on the last two presentations of the
Hebb list. That is, cases where the same error was made on three successive Hebb trials. Out
of 1000 simulated participants each seeing only one repeated Hebb list, there were 407
such errors when learning from recall, and only 18 when learning from the input. Most of
the errors involved two (149) or three (187) protrusions. Table 2 shows the results of the
first simulated participants where there are two, three or four perseverations on the last
three Hebb trials. Note that when interpreting Table 2 it is important to bear in mind that
there are two filler trials (not shown) between each Hebb. However, given that the filler
trials were generated at random and therefore almost always very different form the Hebb
trials, there was no indication that the perseverations were influenced by the fillers. The
pattern of perseverations can be quite varied. In general, the probability of a perseveration
increases over repetitions rather than instantly becoming locked in. However, a clear
exception to this can be seen in the four-protrusion case where item 4 is recalled in position

3 from the outset. In contrast, in the case of three protrusions, item 6 is initially recalled in

5 We did this to keep the number of updates the same as in other simulations, but the behaviour is the
same if only a single update is used.
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position 4 for four trials but then moves to position 5 in the last four trials. The exact
proportion of protrusion errors is influenced by several factors including the number of
particles and the noise added to the particles generated form recall, but the qualitative
pattern remains the same. Of course, in practice we would not expect learning to be either

entirely from input or entirely from recall, but probably a mixture of the two.

The Hebb effect and backward recall (Guerrette et al., 2017)

Further evidence for a role of response learning in the Hebb task comes from a study
by Guerrette et al. (2018) in which the order of recall was switched from forward to
backward or vice versa during the experiment. When performance levels on the initial
forward and backward recall phase of the experiment were matched, there was a cost to
changing recall direction. There must therefore have been some learning from recall
otherwise it would have made no difference whether the response direction was changed.
However, response learning seems to be very weak. An earlier study by Guerrette et al.
(2017) found no difference in rate of learning between participants who had to recall
repeated lists in the forward or backward direction. If participants had been learning from
their responses the backward recall group should have learned more slowly as the
sequences learned from presentation and recall would have been inconsistent. This is
consistent with our assumption that learning is predominantly driven by taking multiple

samples via the recall process rather than generating the samples from a single recall.
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In addition to reporting overall performance, Guerrette et al. (2017) reported serial
position data which we can simulate using the model. The most straightforward way of
simulating backward recall is to assume that order can be read off equally well in the
backward and forward direction. As noted earlier, we assume that the order gradient is
generated from how close an item is to the start or the end of the list. In backward recall
the gradient therefore the opposite to that used in forward recall. This is essentially the
same assumption as made in simulations of backward recall using the SIMPLE model (Bireta
et al., 2010). On its own, this would predict that the serial position curves of forward and
backward recall would be mirror images. However, we also know that the rate of backward
recall is slower than forward recall (for review see Norris et al., 2019). We therefore add the
assumption that backward recall is subject to a faster rate of decay per item. This produces
the characteristic pattern of backward recall where the final items to be recalled do not
show the improvement seen in the recency effect in standard forward recall. It is worth
noting that the first item recalled in backward recall is often recalled better than the first
item in forward recall. Page and Norris (1998) suggested that, especially in the case of
spoken input, the last item may simply be immediately repeated rather than recalled as part
of a sequence. Strategy data collected by Norris et al. (2019) indicates that this is indeed
often the case. They found that 14/24 participants performing spoken backwards recall and
11/16 performing backward recall using a manual keypad reported that they occasionally
used such a strategy. We can readily simulate this by giving an additional boost to the final
item in backward recall. As can be seen in figure 16, with the additional assumptions of
faster decay for backward recall and a boost to the final item, the model gives a very good

simulation of the data from Guerrette et al. (2017). This is the only simulation that relies on
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adding extra assumptions to the model. In all other cases the correct qualitative pattern of

behavior follows directly from the underlying principles.

Comparison with other models

The only previous theoretical account of serial recall to be presented in a Bayesian
framework is that of (Botvinick & Bylsma, 2005). Their account was not specified in
sufficient detail to produce quantitative simulations. Recall of a sequence was assumed to
depend on two factors: its ‘goodness’ (effectively its familiarity), and its neighborhood
relations - the degree to which it resembles other sequences. However, the paper gives no
explicit procedure for computing these factors; there is no account of STM itself, and no
account of how the priors might be learned. In contrast to the current model, recall involves
choosing the sequence with the maximum posterior rather than sampling from the
posterior.

There are three computational models of the Hebb effect: Burgess and Hitch (2006),
Page and Norris (2009), and Gosmann and Eliasmith (2020). However, none of these models

can simulate the same range of data as we do here.

Burgess and Hitch (1992, 2006)
The Burgess and Hitch (2006) model of the Hebb effect is a development of their

earlier model of STM (Burgess & Hitch, 1992) and can simulate most of the basic
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phenomena known at the time of its publication. It can simulate the finding that the Hebb
effect is disrupted more by divergence from the start than the end of the list (Hitch et al.,
2005; Schwartz & Bryden, 1971) and the regularization effect. It can simulate learning more
than one lists at a time (although it remains to be seen whether it could learn three lists as
easily as one Saint-Aubin and Guérard (2018b)). Because it is built on a more elaborate
model of STM than the present model it can also simulate some phenomena which are
beyond its scope, such as that the Hebb effect is uninfluenced by articulatory suppression or
phonological similarity but reduced when temporal grouping changes between repetitions
(Bower & Winzenz, 1969; Hitch et al., 2009)

Despite its successes, the underlying principles of this model are open to question.
First, in the model, learning relies on recall. We now know that a Hebb effect can be
obtained even in the absence of recall (Kalm & Norris, 2016). Second, its long-term learning
mechanism critically dependent of the exact setting of one of the model parameters.

The earlier Burgess and Hitch (1992) model operated by associating items with a
context signal which evolved across list positions. As explained earlier, position-item
associations alone are incapable of learning multiple overlapping sequences. Given this
limitation, one option would be to accept that some other representation is required to
support long-term learning. However, Burgess and Hitch (2006) revised their model to
include a second context signal associated with the entire list which evolves over successive
lists. If a list is similar to a previous list, the new list comes to be associated with the same
list context. The threshold for considering lists to be similar is a critical parameter of the
model (Cmatch). If lists contain items in the same positions but the overall list similarity
does not exceed Cmatch, then those lists will be associated with different contexts. This

enables the model to simulate the data from Cumming et al. (2003) who examined the
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transfer from Hebb lists to test lists which contained half of their items in the same position
as one of the previous Hebb lists. The transfer list is assumed to be sufficiently different
from the Hebb lists that it is associated with different context lists and the positional overlap
with the Hebb lists has no effect on recall.

In order to account for the Cumming et al. (2003) finding, the model has to be
configured so that if only 50% of the items in a list appear in the same position as a Hebb
list, the list contexts will be sufficiently different that there will be no transfer. However,
the data from Mizrak and Oberaurer (their experiments 4 and 5, described earlier) show
that when three items at the beginning of a seven-item list overlap with a Hebb list (their
Overlap Filler (SP4-7) condition), those items are recalled as well as the same items in the
Hebb list, even though the Hebb and Overlap Filler lists share less than 50% percent of items
in the same position. Recall improves when there is overlap at the beginning of the list,
regardless of the degree of overlap with the whole list. This is also true of the present
model (see Figure 13). Burgess and Hitch reported a simulation (their Figure 9) which
shows that their model shows only a partial benefit from overlap at the beginning of lists.
The simulation included a case where five items at the start of a 12-item list remain in the
same position over presentations while the remaining items vary. There was some
improvement in the recall of the repeated items (at positions 1, 4 and 5, but not at later
positions). However, this was much less than for lists that were repeated in their entirety.

Part of the motivation for using position-item associations in the original Burgess and
Hitch (1992) model was to account for positional protrusions. However, as discussed by
Page et al. (2013), it is likely that the model will no longer be able to simulate positional
protrusions as these can occur even between successive list where none of the items in

either list occur in the same position (Henson, 1999b), or when items in successive lists
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appear in random orders and lists can be of different lengths (Fischer-Baum & McCloskey,
2015). Such lists will fail to reach the similarity criterion and therefore be treated as
different lists and be associated with different list contexts. The model will therefore no
longer produce positional protrusions. In other words, the need to individuate lists sharing
some items in the same positions undermines the value of using a positional code.

The greatest weakness of the model is therefore that its behavior is critically
dependent on the exact value of the contextual similarity parameter, Cmatch. To generate a
Hebb effect, Cmatch must be set low enough to allow lists with some degree of similarity to
be associated with the same context vector. However, the setting must be high enough to
avoid interference between overlapping lists that should not produce a Hebb effect. It is
unclear whether there is a value of that parameter that could simulate both the Cumming et
al. and Mizrak and Oberaurer findings. This difficulty is a consequence of building a model
based on position-item associations. In contrast, because the present model relies on
learning relative order, it is bound to produce the qualitative pattern of results shown in
both studies.

Broader quantitative comparisons between the two models are difficult. The Burgess
and Hitch model can simulate additional phenomena such as the phonological similarity
effect. We could, for example, have incorporated extra assumptions and, consequently,
extra parameters from the Primacy model (Page & Norris, 1998) to give an account of
phonological effects. However, we deliberately avoided complicating our model as we
wished to ensure that the relation between the fundamental principles and the model’s
behavior would be as transparent as possible. A further complication in making direct

comparisons between the two models is that whereas the present model requires only five
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parameters to simulate the Hebb effect with forward recall, Burgess and Hitch’s (2006)

model requires 13.

Page and Norris (2009)

The main point of similarity between Page and Norris’s model and the current model
is the use of a representation of relative order rather than position. In the Page and Norris
model, order is encoded in the weights between input nodes encoding the lists and a
second layer of nodes coding chunks. Input sequences activate chunk nodes, and the
weights between input nodes and chunk nodes become strengthened with successive
repetitions. Eventually the chunk node becomes ‘committed’ to the sequence and forms a
stable representation. Unlike the current model, the algorithm for combining LTM and STM
is entirely pragmatic and not based on any higher-level theoretical principles. One
advantage of the Page and Norris model over alternative models is that competition
between units can effectively parse the input into smaller sequences in much the same way
as in models of spoken word recognition (McClelland & Elman, 1986; Norris, 1994; Norris &
McQueen, 2008). Page and Norris’s model was developed in the context of word learning.
Given this aim the fact that the model is localist - each sequence is represented by a single
unit —is an advantage because what emerges is a clearly differentiated representation of
each word. Page and Norris presented only two simulations. In one simulation they showed
that the model correctly simulated the data showing that lists derived by repeating only
alternating items in a Hebb list showed no benefit over non-repeated items (Cumming et al.,
2003). In a further simulation the model was shown to produce no effect of spacing on the
Hebb effect when repeating and filler lists did not share items. When the lists were

constructed from the same set of items the model showed a Hebb effect only when
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repeating list were presented on alternating trials. However, as already noted, Saint-Aubin
and Guérard (2018b) found a Hebb effect even when all lists were permutations of the

same items and Hebb lists were repeated every nine trials.

Gosmann and Eliasmith (2020)

The context-unified encoding (CUE) model of Gosmann and Eliasmith (2020)
is based on spiking neurons. It successfully simulates the basic Hebb effect and the finding
that the Hebb effect is more disrupted by changes at the start than the end of the list.
However, it employs both position-item and forward item-item associations. It relies on
position-item associations for basic serial recall but on forward associations to simulate
difference between changes in the onset and offset of lists. In contrast, the present model
offers a more parsimonious account and uses the same representations for both.

Page and Norris’s primacy model and Burgess and Hitch’s model are both driven
largely by theoretical claims about the representation of order. Given a gradient-based
representation of relative order, how can the model be extended to account for the Hebb
effect? The motivation for both models is therefore largely pragmatic rather than being
guided by higher level theoretical principles. In contrast, the current model is based on the
simple idea that memory can be seen as approximating a Bayesian filter. This is then
implemented as a mixture model. The way we combine the LTM prior with the STM

likelihood is then simply a matter of computing the appropriate probabilities.

DISCUSSION
We began with the simple idea that the function of memory is not just to store

information but to construct a model of the environment. That model can then be used to
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improve the perception of new information which, in turn, can be used to update the
model. In other words, memory should operate as a Bayesian filter. We explored this idea in
the context of the Hebb task. We developed a mixture model where each particle or sample
represents a distribution of sequences. Together, the particles constitute a prior which is
updated after each new sequence by replacing a fixed proportion of those particles with
samples from the posterior. Importantly this mixture model does not simply store a trace

of previous lists but filters out noise in the recalled sequences to generate a more precise
estimate of repeating sequences. This cannot be achieved simply by adding incoming
information to memory.

Each particle in the model represents a distribution of sequences. The particles
represent the order of the items, not their position in the sequence. This representation is
functionally equivalent to the activation gradient in the Primacy model and the recall
process proceeds one item at a time with each particle making a contribution to the prior
which is proportional to the probability that it generated the sequence up to and including
the next item to be recalled.

Our model successfully simulates the Hebb effect itself, the effects of spacing and
item overlap, the differential effects of mismatches at the start and end of lists, response-
error learning, the regularization effect, the absence of interference between Hebb and
filler list, and the data showing that learning in the Hebb paradigm is not based on position-
item associations. The simulations shown in Figure 16 (backward recall) also demonstrate
that the basic account of STM recall that we have adopted is sufficient to generate standard
primacy and recency effects and the different forms of the serial position curve found with
forward and backward recall. The behavior of the model follows robustly from the

underlying theoretical principles and is relatively insensitive to changes in parameters. For
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example, the fact that the model is more sensitive to changes at the start than the end of
lists follows inevitably from the way items are recalled one at a time. Furthermore, its
qualitative behavior is little influenced by the number of particles or number of updates. In
those instances where we have fitted the model to the data from individual experiments,
most of the work is performed by the parameters determining the precision of the
representations in STM and LTM. These parameters will necessarily be different for different
groups of participants and for different stimuli.

We have also characterized recall from verbal STM as taking a single sample from the
posterior. The leads to an explanation of the differences between learning based on
presentation and learning from recall. Learning from presentation is based on multiple
samples from the posterior whereas learning from recall is based solely on the recalled
sequence — a single sample from the posterior. Updating based on a single sample can have
the undesirable effect of reinforcing and perpetuating errors.

Although the model successfully simulates a wide range of data, like all
computational models, it contains a number of simplifications. The most notable is that we
have chosen to represent order as a gradient across the entire list, treating lists as single
chunks. However, even in the case of the Hebb task, people can come to learn about
recurring units smaller than the list (Musfeld et al., 2024; Szmalec et al., 2012; Yanaoka et
al., 2019). We have thus sidestepped the question of how chunks might be learned when
sequences are not presented as discrete lists. This has been the focus of a large body of
research on statistical learning and lexical acquisition (for reviews see Frost et al., 2019;
Perruchet, 2019). However, the fundamental principles of our model do not depend on
treating the entire list as an indivisible chunk. Consider what might happen if LTM contained

a particle representing the chunk ABC. That particle would contribute to the prior
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probability that C follows AB regardless of where it is in the list. Earlier we noted the
similarity between computing the probabilities of particles in LTM and candidate words in
the lexicon in a Bayesian model like Shortlist B (Norris & McQueen, 2008). In continuous
speech there are few explicit cues to word boundaries. Many spoken words have other
words embedded within them or across word boundaries. In computing their probabilities
Shortlist B considers of all of these candidates and their relation to each other. The same
principles could be applied to compute the probabilities of particles representing chunks of

different sizes.

Long-term learning

We suggested that what we have called LTM in the model should be seen as an
interface between STM and the more conventional concept of an LTM with near-unlimited
capacity. As the model uses a fixed number of particles it is inevitable that new events will
ultimately overwrite old events. This is a property shared with Anderson and Milson’s
(Anderson, 1991; Anderson & Milson, 1989) rational theory of memory. However, Page et al
(2013) demonstrated that the knowledge acquired in a standard Hebb experiment can
persist for at least four months. A complete account of the Hebb effect would therefore
explain how knowledge can be stabilized or consolidated. One option would be to follow
Page and Norris (2009) and arrange for particles corresponding to well-established
representations to become committed. Here that would mean that they would never be
updated. Alternatively, more permanent learning might be delegated to a different system
altogether which receives its input from the LTM system we have described here. This

might, for example, depend on the kind of consolidation process proposed in dual-learning
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system models of memory (Gaskell & Dumay, 2003; McClelland et al., 1995). According to
the Less is More hypothesis (Kersten & Earles, 2001; Newport, 1990; Smalle et al., 2021) a
separation between an unlimited capacity LTM and a more restricted memory may even be
advantageous in some learning situations. Phillips and Pearl (2012) and Pearl et al. (2010)
have demonstrated that, under some circumstances, memory limitations can improve the

performance of Bayesian models of word learning.

CONCLUSION

We have advocated a teleological explanation of memory in which memory is to be
explained by understanding its purpose. It might be the case that memory is nothing more
than a record of past experience, that it is just somewhere where we store information so
that it can be retrieved at a later date. However, memory must also provide a model of the
environment that must be continuously updated in order to support perception and action
and to make predictions about the future. Furthermore, memory and perception should be
closely linked, as in a Bayesian filter. Priors in memory should drive perception and the
outcome of perception should be incorporated into memory. Our experience will therefore
be shaped by our memories, and our memories will be shaped by our experience. The
theory we have developed is intended to explain why people behave as they do. Rather
than simply aiming to produce some form of computational model that can simulate the
data, we have tried to show that our account follows from a general high-level
computational principle: the function of memory is to maintain an up-to-date model of the

environment.
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All simulations use 100 particles and 5 updates other than the simulations in Figures 3

(Saint-Aubin and Guérard (2018a), one versus three Hebbs) and 4 (Hebb effect with different
numbers of particles and updates) which vary both parameters as indicated in the

Figures. The simulations of Guerrette, Guérard, & Saint-Aubin, (2017) with backward

recall have two additional parameters: backwards output decay, .65, echoic boost, 1.5.

In Elman and McClelland’s formulation of the Luce choice rule k is related to the

standard deviation of a noisy choice procedure as sd = sqrt(2)/k

The STM and LTM noise parameters are the standard deviations of the choice noise.

Parameter settings

Figure | based on study by STM noise | LTM noise Decay

2a St-Louis etal (2019) .85 3.0 .9

2b Page et al (2013) .85 2.25 9

3 Saint-Aubin and 1.0 .75 .9
Guérard, (2018)

4 NA 1.0 .75 9

5 St-Louis et al. (2019) 1.0 .75 .9

6 Schwartz and Bryden 1.0 .75 .9
(1971)

7 Botvinick and Bylsma 1.0 .75 .9
(2005)

8 Mizrak and Oberauer, .45 .75 .9
(2020)

9 Cumming et al. (2003) 1.65 2.5 .9

10 Guerrette et al. (2017) 1.5 1.5 .75

The simulations of Kalm and Norris (2017) in table 1 use: LTM noise, .5, STM noise, 1.0.
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Figure 1

Figure 1 from Hebb (1961)
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Note: Figure 1 from Hebb (1961) showing number of lists of nine digits correctly recalled
on successive trials by 40 participants. Solid line shows recall of repeated lists and
dashed line shows recall of unique lists.
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Figure 2
Proportion of Particles at Time t Remaining After Successive Updates.
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Note. For an event at time t, each column shows the proportion of particles remaining
that were generated from that stimulus after the previous t updates where f is the
proportion of particles updated at each step. e.g. t-5 shows the proportion of those
particles remaining after 5 steps.
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Figure 3
Simple 1D particle filter
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Note: In the top panel the grey Gaussians are the priors of 15 individual particles. The
solid black line is the normalised prior averaged over all particles. The dotted line is the
likelihood distribution resulting from the presentation of a stimulus of length 300. In the
middle panel the thick dotted line shows the posterior distribution (the product of the
prior and likelihood from top panel). Solid grey lines show 12 original particles. Dashed
lines are three new particles sampled from the posterior which replace three randomly
selected particles from the original 15. The solid line shows the new prior averaged over
all particles. In the bottom panel the resampling process is repeated following the
presentation of a stimulus of length 800 (likelihood not shown).
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Figure 4
Decay and repetition in the 1D particle filter

density

500 600 700

300 400
length (AU)

density

700

300 400 500 600
length (AU)

Note: Figure shows the state the prior after the presentation of a series of stimuli. There
are 100 particles of which 15 are updated after every stimulus. The top panel shows the
prior after presentation of stimuli of length 100, 200, 300, 400 and 500. Bottom panel
shows the state of the prior after presentation of stimuli of length 100, 200, 400, 100,
200, 500, 100, 200 and 600. Thatis, 100 and 200 are repeated three times. Both plots

show the average of 1000 runs.
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Figure 5

Primacy Gradient Compared to Noisy Order Representation
A. Primacy gradient
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Note. Figure 5A and Figure 5B represent the same information. In the Primacy model
the level of activation plotted on the y-axis is a measure of order relative to the start of
the list. In Figure 5A order is given by the position on the x-axis. Figure 5A the noise in
the read-out process is assumed to be constant and activation decays with the passage
of time (or with interference). In Figure 5B decay increases the variance of the likelihood
function. In both cases this has the effect of reducing the signal-to-noise ratio of the
order information.
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Figure 6
Evolution of particle and recall probabilities
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ST™M LT™ Recall probabilities
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Note. Panels A and B illustrate the evolution of particle probabilities over the course of
recall given that the recalled sequence is ABCDE. In panel A there are four particles (columns
1-4) in LTM with gradients corresponding to the orders ABCDE, ABCED, BACDE and EBCDA.
The fourth column gives the normalized prior probabilities summed over all particles in LTM.
This is the LTM prior. For the first four columns the bars in each cell (A-E) represent the
probabilities of recalling each remaining item given the sequence of items recalled so far

(always ABCDE). See text for explanation.
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Panel B Shows the evolution of recall probabilities on the assumption that the input is

ABCDE and it is recalled in the correct order.
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Figure 7

Evolution of recall probabilities with particles representing ABCED, BACDE and EBCDA
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Note. Figure shows the evolution of recall probabilities when there are only the three
particles: ABCED, BACDE and EBCDA. That is, the figure is the same as figure 6B but without

a particle representing ABCDE.
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Figure 8

Simulations of St-Louis et al. (2018) and Page et al. (2013)
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Note. Data and model simulations for the experiments of St-Louis et al. (2019) and Page
et al. (2013). The y-axis is the proportion of items in the list reported in the correct
position. Hebb data is the repeated list and Filler data are unique lists i.e. lists
appearing only once in the experiment.
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Figure 9

Learning 1 vs 3 Hebb Lists with Varying Number of Particles and Updates
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Note: Figure shows simulations of learning 1 and 3 Hebb lists with varying number of

particles and updates
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Figure 10

Hebb Effect with Different Numbers of Particles and Updates

0.9

s
It
S
o
C
2
£
o
Q.
o
S
03 «--4--- 100p, 5u =—t— 50p, 10u == 20p, 10u
' - B =20p, 5u — o= 20p, 1u —e— 10p, 2u
--B--5p, lu
0.2
0.1
0
1 2 3 4 5 6 7 8 9 10
repetition

Note. Figure shows the variation in the size of the Hebb effect with different numbers of
particles (p) and updates (u)
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Figure 11

Varying the Number of Particles and Updates with Spacings of 4,6 & 9
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20 particles, update 4
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Note: figure shows the effect of varying the number of particles and number of updates
for Hebb lists which are repeated at intervals of 4, 6 or 9 trials and where the fillers are
either permutations of the same items as in the Hebb lists (S) or different items (D).
With 100 particles and 5 updates the lines for 3D, 6D and 9D lists lie on top of each
other.
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Figure 12

Simulations modeled after Schwartz and Bryden (1971)
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test LTM: 0.75, STM, 0.5
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Note. Top panel shows change in performance over seven repetitions of lists which are either
Hebb lists or fillers, or partially repeated lists where the first (first 1, first 2) or final (final 1,

final 2) one or two items vary across presentations,

Bottom two panels show performance on tests list following seven presentations of a Hebb
list. Middle panel shows simulation with default parameters and bottom panel shows

simulation with less noise in STM.
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Figure 13
The Regularization Effect (After Botvinick and Bylsma (2005)
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Note. Lines correspond to the cases where the middle two items (12354678), the second,
third and fourth pair of items (12436587), or all pairs of items (21436587) are transposed.
Top panel uses the default parameters and bottom panel uses more LTM noise to weaken

the influence of the Hebb list.
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Figure 14
Simulations of Mizrak and Oberaurer (2021)
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Note. Top panel shows simulation modelled after experiment 5 of (Mizrak & Oberauer,
2021). Bottom panel shows result of testing the same stimuli with the model frozen at
the end of the experiment. Conditions are a standard Hebb list, a filler list constructed
from different items to the Hebb list, a Hebb interference filler constructed from the
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same items as the Hebb list and Hebb filler lists which were constructed from a third
set of items but where the first three items were always the same.
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Figure 15

Cumming, Page and Norris (2003)
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Note. Top panel shows data from Cumming et al. (2003). Bottom panel shows model
simulation. DSDS and SDSD are test list where alternating items either maintain the
same position (S) as in the Hebb list or are moved to different positions (D).
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Figure 16

Simulation of Guerrette et al. (2017)
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Note: The top figure shows the data from Experiment 2 (Figure 4) of Guerrette et al.
(2017)8. Bottom figure shows model simulation.

4 We are grateful to Marie-Claude Guerrette for providing the data
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All simulations use 100 particles and 5 updates other than the simulations in Figures 3

(Saint-Aubin and Guérard (2018a), one versus three Hebbs) and 4 (Hebb effect with different
numbers of particles and updates) which vary both parameters as indicated in the

Figures. The simulations of Guerrette, Guérard, & Saint-Aubin, (2017) with backward

recall have two additional parameters: backwards output decay, .65, echoic boost, 1.5.

In Elman and McClelland’s formulation of the Luce choice rule k is related to the

standard deviation of a noisy choice procedure as sd = sqrt(2)/k

The STM and LTM noise parameters are the standard deviations of the choice noise.

Parameter settings

Figure | based on study by STM noise | LTM noise Decay

2a St-Louis etal (2019) .85 3.0 .9

2b Page et al (2013) .85 2.25 9

3 Saint-Aubin and 1.0 .75 .9
Guérard, (2018)

4 NA 1.0 .75 9

5 St-Louis et al. (2019) 1.0 .75 .9

6 Schwartz and Bryden 1.0 .75 .9
(1971)

7 Botvinick and Bylsma 1.0 .75 .9
(2005)

8 Mizrak and Oberauer, .45 .75 .9
(2020)

9 Cumming et al. (2003) 1.65 2.5 .9

10 Guerrette et al. (2017) 1.5 1.5 .75

The simulations of Kalm and Norris (2017) in table 1 use: LTM noise, .5, STM noise, 1.0.



